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Summary 

NetApp
®
 technology enables data centers to extend their virtual infrastructures to include the 

benefits of advanced storage virtualization. NetApp leads the storage industry with a single 

information platform that is hardware agnostic, is able to aggregate disparate forms of 

hardware together, and can virtualize access to that storage—in effect, a storage hypervisor. 

NetApp clustered Data ONTAP
®
 8.1 technology is the storage hypervisor: a platform of 

storage efficiency, VMware integrations, and solutions. This document aligns the server 

hypervisor with the storage hypervisor by prescribing the best practices for deploying 

VMware
®
 vSphere

®
 5 on clustered Data ONTAP. 
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1 Preface 

This NetApp technical report provides best practices for planning, architecting, deploying, and maintaining 

server virtualization environments based on VMware vSphere and NetApp clustered Data ONTAP . This 

publication focuses on the following key concepts: 

 General best practices 

 Administration 

 Data protection  

 Networking 

 Clustering storage 

This technical report can be read from start to finish, but it is meant to be a reference book in which 

specific topics are accessed based on their relevancy to the situation or task at hand. This publication 

begins where TR-3749: ―NetApp Storage Best Practices for VMware vSphere‖ ends by addressing the 

latest Data ONTAP operating system and NetApp’s most recent storage achievement: clustering. In 

addition, this document includes the results of test and actual scenarios harvested by a select team that 

works within NetApp and with various community members and customers whose virtual infrastructures 

range in size from small to large. The scenarios described are select best practices from these 

experiences. 

Of all that is presented within this text, the most important is this: this technical report is a living document, 

and its version identifier is a point-in-time reference that delineates this text from other later versions of 

itself. A living document is an active collection of information that is updated as best practices are refined, 

new techniques are discovered, and additional testing is performed. The first best practice should go 

without saying: Make sure you are using the most recent version of this technical report. 

1.1 Team Who Wrote This Technical Report 

This technical report was produced by a team of NetApp subject matter experts who work in data center 

environments in Sunnyvale, California and Research Triangle Park, North Carolina. These subject matter 

experts include: 

 Scott Baker. Scott Baker is a senior manager at NetApp. He leads NetApp's technical marketing 
engineers and drives the VMware virtualization strategy and technical marketing programs. Scott has 
been a contributing member to the IT community for over 20 years and has spent the last 10 years in 
the storage industry at EMC and NetApp. Prior to that, his contributions were in software 
development while working for the U.S. Army, at NASA's Lyndon B. Johnson Space Center, and at a 
startup company. He is a VMware certified professional and is recognized as a vExpert for 2011 
through 2013. His education consists of an MBA, an MSCS, and a BSCS. His blog can be accessed 
at www.vmmaverick.com. 

 Julian Cates. Julian Cates is a 15-year IT veteran, the last 8 of which have been spent at NetApp 
doing professional services, technical presales, and technical marketing. He is a coauthor of TR-
3749: ―NetApp Storage Best Practices for VMware vSphere‖ and TR-3761 ―VMware vCenter Site 
Recovery Manager in a NetApp Environment.‖ Julian is currently a senior member of NetApp’s 
Solutions Integration Group, where he focuses on joint NetApp and VMware solutions. 

 Chris Gebhardt. Chris Gebhardt has been in the IT industry for 15 years, the last 8 with NetApp. 
Chris is a desktop virtualization architect and is leading NetApp VMware desktop virtualization 
solutions for NetApp’s Virtualization Business Unit. Chris is the author of TR-3705: ―NetApp and 
VMware VDI Best Practices,‖ and the coauthor of TR-3770: ―VMware View on NetApp Deployment 
Guide Using NFS,‖ and TR-3949: ―NetApp and VMware View 5,000-Seat Performance Report.‖ Prior 
to joining the Virtualization Business Unit, Chris was a Professional Service Consultant with NetApp 
and was the Central Area Practice Lead for Network Storage Consolidation and Virtualization 
Practice. Chris is a VMware Certified Professional 3 and 4 and has been awarded the VMware 
vExpert Award for 2010, 2011, and 2012. 

http://www.vmmaverick.com/
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 Nick Howell. Nick Howell started in IT right around Y2K, cabling buildings, learning about networking, 
and eventually diving into server administration. The typical Active Directory, Exchange, and server 
admin discovered virtualization and shared storage in 2007 and immediately began implementing it in 
environments in which he worked. For the last few years, Nick has been an outspoken advocate of 
―virtualizing everything‖ and doing so on NetApp storage arrays. He is currently a virtualization 
solutions architect for NetApp, helping customers design and learn how to deploy advanced 
virtualization solutions. Nick has held many industry certifications and continues to work toward 
advanced Cisco and VMware certifications, including VCDX. 

 Joel Kaufman. Joel has a career in IT spanning 20+ years. He has been an IT admin and architect 
for a number of universities, startups, and large tech companies, including SGI and HP, before 
coming to NetApp. At NetApp for 12 years, he has been a systems engineer working with accounts 
from the very small up to the Fortune 50. For the last several years, Joel has been a consultant to the 
NetApp channel organization around technical training and enablement in virtualized environments, 
and recently moved to a senior technical engineer position in the Solutions Integration Group focused 
on integrating next-generation NetApp storage with VMware technologies. 

 Peter Learmonth. Peter Learmonth is a virtualization solutions architect focused in the Virtualization 
Solutions Engineering Team who has been in the industry since 1987 and with NetApp for over 12 
years. He has been an instructor, customer-facing systems engineer, consulting systems engineer 
specializing in virtualization, and technical marketing engineer. Peter holds industry certifications from 
NetApp and VMware and has patents pending. He is author or coauthor of several VMware on 
NetApp technical reports on topics including reference architectures and deployment procedures, 
VAAI, VM and file system alignment, and vSphere on NetApp best practices. He has presented 
breakout sessions at VMworld and been the primary NetApp technical contact for the VMworld 
Hands-On Lab team for every U.S. VMworld event since 2006. 

 Jack McLeod. Jack McLeod has been in IT for 18 years and has worked in broad variety of 
industries, including manufacturing, furniture, chemical, banking, IT consulting, healthcare, 
aerospace, university, and, of course, technology and in a variety of roles including network 
administrator, solutions architect, project manager, and senior manager. He started in virtualization 
technology nine years ago and has worked in multiple aspects, including server, application, and 
desktop virtualization as well as data center mobility and cloud computing. He has authored technical 
reports on a wide range of topics, including virtual desktop infrastructure (VDI) (TR-3705: ―VMware 
View Deployment Guide Using NFS"), virtualization performance (TR-3808: ―VMware vSphere and 
ESX 3.5 Multiprotocol Performance Comparison Using FC, iSCSI, and NFS‖), and cloud computing 
(TR-3948: ―VMware Cloud Infrastructure and Management on NetApp‖). He was the project lead for 
the 50,000-seat VMware View

™
 project that highlighted NetApp’s ability with VDI solutions while 

showcasing the capabilities of the NetApp Kilo Client environment and coauthored WP-7108: 
―50,000-Seat VMware View Deployment.‖ Jack is a VMware Certified Professional 3, 4, and 5 and 
was awarded VMware vExpert in 2010. Jack is currently a member of NetApp's Solutions Integration 
Group, where he focuses on cloud computing.  

 John Tyrrell. John Tyrrell has worked as a senior software architect for IBM, Seagate, and EMC and 
has now been with NetApp for 8 years. John has personally been to hundreds of data centers in the 
industry, spoken at many customer storage conferences, participated in hundreds of customer 
storage studies, and written many papers, some of which have been published by industry storage 
groups. John has authored and coauthored several industry patents and is the copatent owner for 
Systems Managed Storage (SMS). John also started the first working group at Storage Network 
Industry Association (SNIA) and was a working group leader for seven years and is in the SNIA Hall 
of Fame. He is currently working as the technical marketing engineer for the Virtual Storage Console 
(VSC) product from NetApp. 

 Chris Wells. Christopher Wells is a 14-year veteran of the IT industry. He recently joined NetApp in 
the role of Virtualization Solutions Architect, specializing in the virtualization of tier 1 applications. He 
was first exposed to NetApp and VMware technologies in IT positions in Tokyo, Japan. During the 
2011 Japan earthquake, he used his background of VMware and NetApp to carry out a failover of his 
company’s critical workloads to a recovery site, using VMware SRM and NetApp SnapMirror

®
 and 
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FlexClone
®
 technologies. Christopher is a VMware Certified Professional 3/4/5 and has been 

awarded the VMware vExpert Award for 2011 and 2012. 

Creating a publication of this magnitude requires support, input, and feedback from many sources. 

Special thanks are extended to Matt Robinson, Graham Smith, and Larry Touchette for their contributions 

to this paper. 

1.2 Code of Best Practices 

This document is a code of best practices that is intended to help data center and IT administrators, using 

storage and virtual machine (VM) concepts and techniques, to interpret, architect, deploy, and configure 

NetApp hardware and software for VMware virtualized environments. This code provides the optimal 

balance of desirable features that have been shown to produce superior results; that are selected by a 

systematic process; and that are judged as exemplary, good, and/or successfully demonstrated. In this 

code, the balance struck is based on gaining optimal performance, reliability, and simplicity without 

sacrificing those characteristics that are targeted for improvement.  

When incorporated within all areas of an organization, the use of best practices, particularly in the data 

center, can lead to world-class performance, create repeatability, and have positive effects on both 

operational and capital costs. Data center staff often use more than one best practice, but unless best 

practices are adopted consistently across all functions of the data center, these world-class levels of 

performance remain out of reach. 

1.3 How the Best Practices Were Determined 

This code of best practices was created by convening corporate and field experts from across the United 

States. The process was coordinated by NetApp’s VMware Ecosystem Organization and relied 

specifically on the Solutions Marketing Engineering and Program Management teams. This organization’s 

charter explicitly focuses on alliances, integrations, and solutions.  

1.4 Intended Audience 

This publication is intended for data centers and IT organizations that are serious about improving their 

performance, financial or otherwise, and that continually search for better infrastructure practices. The 

fastest and easiest way to improve is to compare to and learn from others. Consider the frequently used 

best practice saying: There’s no point in reinventing the wheel. Intentionally or not, most data centers and 

IT organizations actively use or have used best practices at some point. Best practices emerge over the 

course of time and are later surpassed and improved as the world and businesses change. This is why so 

many high-performing organizations adopt a culture of continuous improvement and why they constantly 

rely on publications like this one to augment their business practices. 

1.5 Common Challenges with Best Practices 

The difficulty of incorporating best practices is that many rationales and approaches can be used to 

identify them. Additionally, there are often a number of ways to solve a problem or address a challenging 

situation. However, there is still a need to implement the creative and innovative best practices. These 

facts lead to various difficulties in the process of improving by learning from best practices, particularly: 

 Having sufficient knowledge of your own systems and processes to be able to compare against 
others 

 Knowing where to find best practices 

 Knowing whether a particular practice is suitable in your situation 

 Adapting the practice to your organization 

 Finding the time and other resources for everything listed earlier 
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Successfully managing these difficulties requires a proven process for finding and implementing best 

practices that lead to superior performance. 

1.6 What This Document Is 

This document presents a code of best practices to consider when using the VMware vSphere hypervisor 

and its features coupled with NetApp clustered Data ONTAP technology. Clustered Data ONTAP , a 

feature that is available starting with Data ONTAP 8.0, enables NetApp storage arrays and storage 

appliances to connect together, yet present as a single storage entity from which pools of storage can be 

addressed through logical storage controllers called Vservers. Clustering at the storage layer supports a 

number of unique functions that change the dynamics and the capabilities of the data center and IT 

administration staff. The code of best practices presented in this document defines the alignment 

between storage clusters and VMware vSphere environments. Readers are presented with the steps that 

are necessary to implement these best practices so that they can gain the most value from storage 

clustering with server virtualization. 

This guide identifies the new features and principles that are introduced with NetApp clustered Data 

ONTAP. Beyond identification and definition, this guide also connects the value of the new feature to 

environments that are virtualized using vSphere. This version of the guide specifically focuses on VMware 

vSphere 5.0 and NetApp clustered Data ONTAP 8.1. 

This document is a collection of published works, lab testing, and extensive field experience by NetApp 

internal personnel, field experts, and customers. Where possible, this document combines procedures 

and best practices from different vendors to reflect a solution that includes multiple product perspectives. 

Regardless, the intent is to address what is in the best interest of the customer. 

1.7 What This Document Is Not 

This code of best practices does not define the limits of deploying VMware vSphere on NetApp storage. 

Instead, it describes how each company’s features and products can be configured in certain situations to 

extend capabilities and gain optimal performance when the two core technologies are combined. 

This document does not describe how to design, deploy, and maintain VMware vSphere or NetApp 

clustered Data ONTAP. It is expected that readers have gone through authoritative sources from each 

vendor to build the basic knowledge required to fully understand this document. Without this intellectual 

baseline, following the guidelines outlined in this document, although correct, can introduce configuration 

designs that might not align with your organizational goals. NetApp recommends that you acquire basic 

knowledge from each vendor before continuing or implementing the code of best practices presented in 

this document. 

This document does not provide best practices for versions of VMware vSphere earlier than version 5, or 

best practices for versions of NetApp Data ONTAP earlier than version 8.1, or versions of Data ONTAP 

running in 7-mode. For more information on these topics, refer to TR-3749: ―NetApp Storage Best 

Practices for VMware vSphere.‖ 

This document does not replace other documentation such as installation and administration guides. 

NetApp suggests that you consult the most recent installation and administration guides as well as 

appropriate best practices documentation from each vendor before implementing this solution. 

1.8 Design of This Document 

Although this publication can be read from start to finish, it is intended to be a desk reference that allows 

you to select individual topics of interest and go directly to them. The content is organized into five major 

areas: 

 Introduction. Describes introductory topics and value propositions and defines clustered Data 
ONTAP concepts. 

http://media.netapp.com/documents/tr-3749.pdf
http://media.netapp.com/documents/tr-3749.pdf
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 Administration, replication, and restoration. Describes the administration tools used with clustered 
Data ONTAP. Tools such as OnCommand

®
 System Manager target the management of the cluster 

from the perspective of the storage administrator. The virtual storage console (VSC) provides the 
virtual infrastructure administrator with storage management tools specific to virtual infrastructure. 
This chapter also addresses key concepts of clustered storage, such as how to back up data and 
recover from data loss. 

 Networking and cluster interconnections. Describes the network architecture—external and 
private—to which the cluster is bound. In this section, core concepts are introduced about path 
optimization, data migration considerations, and monitoring activities to make sure data moves along 
the most optimized information pathway. 

 Clustered storage. Outlines the best practices for data layout and intracluster mobility. It also 
describes design and architectural considerations that are specific to how storage is configured to 
support virtual infrastructures. 

 Performance considerations and growth planning. Describes the storage performance monitoring 
and modeling techniques that are necessary to effectively plan for information growth within a 
clustered infrastructure. 

 Appendix. The appendix provides additional content about this product. 

1.9 Design of Each Chapter 

Each chapter contains a number of subsections that are laid out in the following manner: 

 Section overview, the ―what‖ for the VMware and/or NetApp technology that this section identifies, 
defines, and otherwise addresses. 

 Section relevance, the ―why‖ for the VMware and/or NetApp technology and how its use in the data 
center will result in a stronger virtual infrastructure deployment where VMware and NetApp are 
connected. 

 Section guide, the ―how‖ for the VMware and/or NetApp technology in terms of the steps and actions 
necessary to implement what was introduced in the overview and how its relevance was outlined. 

 Section best practices, the ―well, if it were me‖ for the VMware and/or NetApp technology. This 
publication is about providing the reader with the recommendations for how each feature should be 
configured to gain the most optimum performance possible—each subsection ends by doing just that. 

1.10 Visual Cues 

Indicators exist throughout this document to highlight items of importance. There are three such visual 

cues to be aware of, including: 

Best Practices 

This type of table contains NetApp best practice guidelines that are relevant to the section in which the 

table appears. 

 

Authors’ Comments 

This type of table contains comments from the authors that are relevant to the section in which the 

table appears. These comments pertain to regularly occurring user questions and experiences. 

This is the format for questions in the document. 

Answer: This is the format for answers in the document. 
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1.11 Comments Welcome 

Your comments are important to us. We want our technical reports to be as helpful as possible. You can 

send your comments to us about this technical report, or any document, in one of the following ways: 

 Web site 

www.netapp.com 

 E-mail 

mailto:xdl-vTME@netapp.com 

 Mail 

NetApp, Inc., 1 Java Drive, Sunnyvale, CA 94089 U.S.A. 

2 Introduction 

VMware vSphere 5 on NetApp clustered Data ONTAP 8.1 provides an introduction to virtualization 

deployments, as well as design considerations and best practices that enhance virtualization 

deployments. This publication builds on the core foundations presented in TR-3749: ―NetApp Storage 

Best Practices for VMware vSphere,‖ and therefore, some topics apply to Data ONTAP environments 

whether or not storage clustering is used. TR-3749 remains the authoritative source of best practices for 

VMware vSphere on nonclustered NetApp storage. The best practices provided in this publication align 

with those described in TR-3749, although this document also supports the unique configuration 

considerations of NetApp clustered storage. 

NetApp recommends that readers be familiar with the content of TR-3749 and other NetApp publications 

relevant to clustered Data ONTAP. It is equally important that readers be familiar with and have practical 

experience with VMware vSphere 5 and VMware virtualization concepts before using the material 

contained in this publication. 

2.1 Guiding Principles for Clusters 

All clustering technologies follow a common set of guiding principles. These principles include the 

following: 

 Nondisruptive operation. The key to efficiency and the lynchpin of clustering is the ability to make 
sure that the cluster does not fail—ever.  

 Virtualized access is the managed entity. Direct interaction with the nodes that make up the cluster 
is in and of itself a violation of the term cluster. During the initial configuration of the cluster, direct 
node access is a necessity; however, steady-state operations are abstracted from the nodes as the 
user interacts with the cluster as a single entity. 

 Data mobility and container transparency. The end result of clustering—that is, the nondisruptive 
collection of independent nodes working together and presented as one holistic solution—is the ability 
of data to move freely within the boundaries of the cluster. 

 Delegated management and ubiquitous access. In large complex clusters, the ability to delegate 
or segment features and functions into containers that can be acted upon independently of the cluster 
means the workload can be isolated. Equally important is that the cluster must not place conditions 
upon which the contents therein are accessed. This should not be confused with security concerns 
around the content being accessed. 

Clustered Data ONTAP embodies these guiding principles. Figure 1 shows how access is virtualized with 

NetApp clustered storage using Vservers, ubiquitous access through multiprotocol support, and the ability 

to move data within the cluster depending on workload needs and intracluster relationships. 

http://www.netapp.com/us/
mailto:xdl-vTME@netapp.com
http://media.netapp.com/documents/tr-3749.pdf
http://media.netapp.com/documents/tr-3749.pdf
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Figure 1) NetApp clustered storage overview. 

 

2.2 Clustered Data ONTAP Overview 

Scaling performance while controlling costs is one of the most challenging efforts in the data center. High-

performance, technical computing, and digital media content applications place extreme demands on 

storage systems. Compute clusters running these applications can require multiple gigabytes per second 

of performance and many terabytes—or even petabytes—of capacity. To maintain peak application 

performance, users must be able to add storage and move data between systems and tiers of storage 

without disrupting ongoing operations. At the same time, to control costs, users must be able to effectively 

manage the storage environment. 

Clustered Data ONTAP addresses these challenges and provides high-performance and high-capacity 

requirements. It enables organizations to address faster time to market by providing massive throughput 

and the scalability necessary to meet the demanding requirements of high-performance computing and 

virtualization infrastructures. These high-performance levels address the growing demands of 

performance, manageability, and reliability for large Linux
®
, UNIX

®
, Microsoft

®
, or VMware clusters. 

Clustered Data ONTAP is an operating system from NetApp that includes: 

 Nondisruptive operations based on a clustered file system hosted on interconnected nodes 

 Multinode scaling with global namespacing technologies 

 NetApp FlexVol
®
 for storage virtualization 

 NetApp backup and recovery solutions based on local Snapshot
™

 copies, replication, and mirroring 

2.3 Clustered Data ONTAP Benefits 

NetApp’s storage clustering feature within Data ONTAP provides a number of key benefits, including the 

ability to: 

 Accelerate performance. Clustered Data ONTAP uses a clustered file system technology to provide 
maximum input/output (I/O) throughput and remove the bottlenecks that affect production. Information 
can be striped as volumes across any or all of the storage controllers and disks in the system, which 
enables balanced levels of throughput for even a single file or volume and allows technical teams to 
run multiple compute jobs concurrently. When many compute nodes simultaneously require data, you 
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can use load-balancing mirrors within Data ONTAP with a clustering system or add NetApp 
FlexCache

®
 storage accelerators in front of the system to deliver much higher read throughput. 

 Simplify storage and data management. Clustered Data ONTAP supports fully integrated storage 
solutions that are easy to install, manage, and maintain. Enhancing this with its global namespace 
capability, administrators can simplify client-side management by mapping all data volumes in the 
cluster into a file system tree structure that automatically maps or remaps servers to their data, even 
if that data is moved. By offering a single system image across multiple storage nodes, the global 
namespace eliminates the need for complex automounter maps and symbolic link scripts. 

 Improve data access. Storage is virtualized at the file system level to enable all compute nodes to 
mount a single file system, access all stored data, and automatically accommodate physical storage 
changes that are fully transparent to the compute cluster. Each client can access a huge pool of 
information residing anywhere in the storage cluster through a single mount point. 

 Keep resources in balance without disrupting operations. As storage nodes are added to the 
cluster, physical resources, including CPU, cache memory, network I/O bandwidth, and disk I/O 
bandwidth, are kept in balance automatically. Clustered Data ONTAP enables you to add storage and 
move data between storage controllers and tiers of storage without disrupting users and applications. 
This ushers in a whole new paradigm in which capacity increases, workload balancing, eliminating 
storage I/O hot spots, and component deprecation become normal parts of the data center without 
needing to schedule downtime. More importantly, these tasks are accomplished without the need to 
remount shares, modify client settings, or stop active workloads as is typically the case with traditional 
or other high-performance computing storage systems. 

 Simplify installation and maintenance. Using standard Network File System (NFS) and Common 
Internet File System (CIFS) protocol to access clustered Data ONTAP systems without needing to 
install special clients, network stack filters, or code on each server in the compute cluster is the value 
of a unified storage product. The clustered Data ONTAP architecture also reduces or eliminates 
routine capacity allocation and storage management tasks, resulting in more time to address 
organizational goals and objectives and less time spent managing storage. 

 Meet high-availability requirements. Along with stringent performance requirements, high reliability 
is important for technical applications and cluster computing. Clustered Data ONTAP leverages core 
NetApp software such as WAFL

®
 (Write Anywhere File Layout), RAID-DP

®
, and NetApp Snapshot. 

RAID-DP, a high-performance implementation of RAID 6, protects against double-disk failures, and 
transparent node failover automatically bypasses any failed components with no interruption in data 
availability. In addition to having no single point of failure, clustered Data ONTAP supports the 
expansion or reconfiguration of the storage infrastructure while online, enabling applications to run 
uninterrupted as more storage capacity, processing power, and/or throughput is added. 

 Enable continuous operations. Clustered Data ONTAP is configured for continuous operation with 
the use of high-performance and modular NetApp storage components. Each system consists of one 
or more fabric-attached storage (FAS) building blocks, and each FAS building block is a high-
availability pair of controllers (storage nodes). Multiple controller pairs form a single, integrated 
cluster. Clustered Data ONTAP uses Ethernet technology—Gigabit (Gb) and 10Gb—for server 
connections and for interconnecting FAS controllers. Servers can also be connected through 
InfiniBand using a gateway device. Each controller can support any mix of high-performance SAS 
and cost-effective SATA disk drives. Data can move nondisruptively between nodes or between 
different tiers of disk as performance requirements change. This capability makes sure that data 
center and IT administrators can maximize performance where needed while simultaneously 
improving capacity utilization. 

2.4 Clustered Data ONTAP Concepts 

Regardless of size and complexity, data centers and IT organizations look for cost-effective approaches 

to solve challenges and address requirements. Infrastructure optimization has been part of the storage 

industry since it began, with vendors driving technologies such as thin provisioning, deduplication, 

storage tiering, and so on. Certainly the broad acceptance and rapid adoption of virtualization are prime 

examples of how quickly technology is put into place to promote a growing cliché: do more with less. 
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Whether it is storage, virtualization, or something completely different, any new technology brings with it 

concepts and terms meant to bind concrete associations to support abstract ideas. With NetApp clustered 

Data ONTAP , it is no different. This section introduces new terms and concepts to establish a knowledge 

baseline for the remainder of this document. 

2.5 What Makes Up a NetApp Storage Cluster 

Although normally reserved for a glossary, it is important to address some key terms early in the text to 

establish a common knowledge baseline for the remainder of this publication. 

 Cluster. The information boundary and domain within which information moves. The cluster is where 
high availability is defined between physical nodes and where Vservers operate. 

 Node. A physical entity running Data ONTAP. This physical entity can be a traditional NetApp FAS 
controller; a supported third-party array front ended by a V-Series controller; and NetApp’s virtual 
storage appliance (VSA), Data ONTAP-v

™
. 

 Vserver. A secure virtualized storage controller that behaves and appears to the end user to be a 
physical entity (similar to a VM). It is connected to one or more nodes through internal networking 
relationships (covered later in this document). It is the highest visible element to an external 
consumer, abstracting the layer of interaction from the physical nodes. Based on these two 
statements, it is the entity used to provision cluster resources and can be compartmentalized in a 
secured fashion to prevent access to other parts of the cluster. 

2.6 What’s New: VMware vSphere 5 

As detailed in the VMware white paper, ―What’s New in VMware vSphere 5.0 – Storage,‖ many new 

storage capabilities and enhancements were introduced with the release of VMware vSphere 5.0 

(vSphere). These new features and enhancements provide more performance optimizations, easier 

provisioning, detailed monitoring, and troubleshooting.
1
 Although the number of enhancements affects 

multiple levels of the infrastructure, this chapter introduces only those that enhance and optimize the 

underlying storage. 

In several sections throughout this document, storage topics are covered that focus specifically on what is 

new with each hypervisor feature or concept. A high-level overview of this information is provided to 

augment the reader’s understanding of vSphere technologies as it relates to the storage constructs and 

relationships in this publication. Neither NetApp nor the authors of this publication are authorized to speak 

on behalf of VMware or represent its products. For detailed information concerning the features and 

functions of vSphere, refer to VMware’s publications and Web site.  

―What’s New in VMware vSphere 5.0 – Storage‖ covers topics including: 

 Virtual Machine File System version 5.0 (VMFS-5) 

 vSphere storage Distributed Resource Scheduler (storage DRS) 

 vSphere storage vMotion
®
 (storage vMotion) 

 vSphere storage I/O control (SIOC) 

 vSphere storage APIs for array integration (VAAI) 

 vSphere storage APIs for storage awareness (VASA) 

 Profile-driven storage 

                                                      

 

 

1
 VMware, ―What’s New in VMware vSphere 5.0 – Storage,‖ version 1.0, May 2011; available from 

http://www.vmware.com/files/pdf/techpaper/Whats-New-VMware-vSphere-50-Storage-Technical-
Whitepaper.pdf; Internet; accessed 20 July 2012. 

http://www.vmware.com/files/pdf/techpaper/Whats-New-VMware-vSphere-50-Storage-Technical-Whitepaper.pdf
http://www.vmware.com/files/pdf/techpaper/Whats-New-VMware-vSphere-50-Storage-Technical-Whitepaper.pdf
http://www.vmware.com/files/pdf/techpaper/Whats-New-VMware-vSphere-50-Storage-Technical-Whitepaper.pdf
http://www.vmware.com/files/pdf/techpaper/Whats-New-VMware-vSphere-50-Storage-Technical-Whitepaper.pdf
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 Fibre Channel over Ethernet (FCoE) 

In this section, VMFS-5, storage DRS, changes in the implementation of NFS, and VAAI implementation 

are covered as they relate to NetApp best practices. 

Before addressing the storage-specific enhancements, it is worth noting a change in the deployment type 

for vSphere. This change was the decision to replace the larger ESX
®
 hypervisor with a lighter weight 

version called ESXi
™

. With ESXi, the service console was removed, and all of the VMware agents were 

configured to run directly on the VMkernel. Infrastructure services provided natively through modules and 

third-party modules (referred to as vSphere installation bundles [VIBs]), such as hardware drivers and 

hardware monitoring components, are made to run on the VMkernel. These modules require digital 

signatures by VMware and the third-party manufacturer to prevent arbitrary code from running on the 

ESXi host to address security concerns. 

2.7 What’s New: VMFS-5 

As described in ―What’s New in VMware vSphere 5.0 – Storage,‖ architectural changes introduced with 

vSphere VMFS-5 targeted greater scalability and performance without adding complexity. With this 

version, enhancements, such as operational and architectural changes to enable greater scalability and 

to reduce the storage overhead associated with small files, were made to the subblock mechanism of the 

file systems and how the blocks were allocated. These changes resulted in the ability to support larger 

data volumes and higher VM density.
2
 VMFS-5 provides for the following architectural enhancements: 

 Support for larger single-extent VMFS volumes up to 64TB 

 Support for pass-through raw device mappings (RDMs) larger than 2TB 

 Subblock for space efficiency; a maximum of 30,000 subblocks of 8k 

 Small file support  

 Unified block size of 1MB 

 Improved data path handling 

These changes were made in the hypervisor and do not apply to the infrastructure. In other words, the 

ability of vSphere to support volumes up to 64TB does not mean the storage array will. In NetApp’s case, 

the maximum LUN size is currently 16TB. 

Authors’ Comments 

Do you want to know how VMFS-5 can support up to 64TB volumes? It has to do with VMware’s 

decision to use Globally Unique Identifier (GUID) partition tables (GPT) and 16-byte SCSI command 

headers. GPTs replaced master boot records (MBRs). MBRs have a maximum partition size of 

approximately 2TB, whereas GPTs can support up to approximately 8ZB. Consider the effect of that 

capability with future enhancements from VMware: datastores that could be 8ZB at some point in the 

future. 

 

                                                      

 

 

2
 VMware, ―What’s New in VMware vSphere 5.0 – Storage,‖ version 1.0, May 2011; available from 

http://www.vmware.com/files/pdf/techpaper/Whats-New-VMware-vSphere-50-Storage-Technical-
Whitepaper.pdf; Internet; accessed 20 July 2012. 

http://www.vmware.com/files/pdf/techpaper/Whats-New-VMware-vSphere-50-Storage-Technical-Whitepaper.pdf
http://www.vmware.com/files/pdf/techpaper/Whats-New-VMware-vSphere-50-Storage-Technical-Whitepaper.pdf
http://www.vmware.com/files/pdf/techpaper/Whats-New-VMware-vSphere-50-Storage-Technical-Whitepaper.pdf
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Authors’ Comments 

If you are considering an upgrade from VMFS-3 to VMFS-5, keep in mind that the original block size of 

VMFS-3 is retained, because modifying the block size requires a reformat effort on the VMFS-3 

volume. 

Although the architectural changes increased some of the maximum limits in the file system, there were a 

number of features that did not change. Some of the more notable features that did not change include:  

 Maximum number of logical unit numbers (LUNs) remains limited to 256  

 Maximum number of data paths remains limited to 1,024  

 Maximum number of LUN IDs remains limited to 255 

 Virtual-mode RDM LUNs remain limited to 2TB 

Before leaving this section, it is worth addressing a valuable feature added with VMFS-5: its ability to 

handle the loss of connection between the source and target in a data path. Referred to as all paths down 

(APD), it is an error condition that was previously raised when vSphere could no longer access a LUN 

using any known path. In previous VMFS versions, the loss of all paths was catastrophic and resulted in 

either a hung vSphere instance (even if the VMs on that vSphere server had no relationship to data paths 

or LUN) and, in extreme cases, the dreaded purple screen of death on the console. 

The reason that APDs could be an issue is that the design did not handle temporary LUN situations. 

Temporary LUNs in the form of clones and Snapshot copies (for example, a temporary Snapshot copy of 

a database mounted for verification after a backup) that are disconnected in a controlled way still 

appeared as an APD prior to VMFS-5. This condition is handled more gracefully with VMFS-5. 

2.8 What’s New: Storage DRS 

As described in ―What’s New in VMware vSphere 5.0 – Storage,‖ storage DRS, a new feature introduced 

in vSphere 5, provides smart VM placement and load-balancing mechanisms based on I/O latency and 

space capacity. The basis for this load-balancing feature is in the VMware introduction of datastore 

clusters. A datastore cluster is the aggregation of datastores into a single unit of consumption.
3
 Figure 2 

represents a datastore cluster and shows the relationship between the datastore cluster and the 

underlying datastores that make up the aggregated storage pool. 

                                                      

 

 

3
 VMware, ―What’s New in VMware vSphere 5.0 – Storage,‖ version 1.0, May 2011; available from 

http://www.vmware.com/files/pdf/techpaper/Whats-New-VMware-vSphere-50-Storage-Technical-
Whitepaper.pdf; Internet; accessed 20 July 2012. 

http://www.vmware.com/files/pdf/techpaper/Whats-New-VMware-vSphere-50-Storage-Technical-Whitepaper.pdf
http://www.vmware.com/files/pdf/techpaper/Whats-New-VMware-vSphere-50-Storage-Technical-Whitepaper.pdf
http://www.vmware.com/files/pdf/techpaper/Whats-New-VMware-vSphere-50-Storage-Technical-Whitepaper.pdf
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Figure 2) 12TB datastore cluster formed from four 3TB datastores. 

 

The manner in which a datastore cluster is created is driven by a context menu option accessed using the 

right-click function in the inventory view of VMware vCenter
™

. Figure 3 depicts the resulting menu and 

shows the option, New Datastore Cluster.  

Note: At least one volume must exist before a datastore cluster can be created. 

Figure 3) New datastore cluster context menu option. 

 

The NetApp VSC can and should be used to create a datastore using the Provisioning and Cloning 

feature. After the initial datastore is created, users can base the new datastore cluster on it. Additional 

datastores to augment the datastore cluster can be created and added to the datastore cluster from within 

the NetApp VSC, as shown in Figure 4. 
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Figure 4) Adding a new datastore to an existing datastore cluster with the VSC. 

 

2.9 VMware Storage DRS Considerations with NetApp Data ONTAP 

Given the effect that storage DRS has on the array, a number of items and conditions can be created as 

part of normal storage and data center procedures. Although some of the challenges regarding best 

practices were introduced in the preface, often best practices can be introduced that contradict each other 

depending on the intent of the feature and the solution it is being run on or in conjunction with. This 

condition has a higher chance of occurring when the solution in question interacts with other components 

in an automated or semiautomated fashion. Storage DRS is a prime example of one such condition that 

lends itself to contradiction. 

This section covers the interoperability considerations for using NetApp storage with the VMware storage 

DRS feature. Specifically the combination of the following is covered: 

 Combining NetApp Snapshot copies with storage DRS 

 Combining NetApp deduplication with storage DRS 

 Combining NetApp thin provisioning with storage DRS 

NetApp Snapshot and SDRS 

NetApp Snapshot copies represent an ideal complement to the native snapshot capabilities that are built 

into VMware. Additionally, Snapshot copies can protect any datastore used by VMware in a single 

operation. For example, if a VMFS datastore contains multiple VMs, a NetApp Snapshot copy can 

capture the state of all of them in a single operation. 
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The key differentiator of Snapshot copies is that—unlike snapshot technologies from other vendors that 

rely on copy-on-write algorithms or make complete data copies—Snapshot copies are extremely space 

and resource efficient because WAFL does not overwrite existing data blocks. This means that as data 

blocks change, WAFL simply keeps the original data blocks to maintain a consistent point-in-time copy 

of the information. 

Snapshot copies protect information by locking the data blocks that represent the information, in this 

case, a VM or multiple VMs. When the information is deleted, the Snapshot copy retains ownership of the 

data blocks that make it up until the Snapshot expiration period has passed. 

Why is this important to storage DRS? 

Answer: Snapshot copies cannot be migrated with the VM. 

What can’t they be migrated? 

Answer: Migration of the VM breaks the relationship between the VM on its new datastore as a result of 

the migration and the Snapshot copies that still reside at the source. The Snapshot copies are still a 

complete and valid backup of the VM; however, not all backup software is storage DRS aware and results 

in failed recovery operations until the backup process recognizes the move during the next backup cycle. 

Another thing to consider is that one of the conditions that triggers SDRS to suggest that a VM be moved 

to another datastore within the datastore cluster is a minimum amount of free capacity within the original 

datastore. The presumption being made by SDRS is that relocating the VM will free up space in the 

original datastore for use by other VMs being stored there. When NetApp Snapshot copies are used, this 

is not the case, because blocks dereferenced by deleting the files in the active version are not 

immediately freed from the volume. Rather, they are held by the Snapshot copy, because it is a data 

protection mechanism that guards against accidental or unintentional deletion of data. Space will not be 

made available to the original datastore until all Snapshot copies that protect the deleted data are 

themselves deleted or expire from the defined retention policy. 

NetApp Deduplication and SDRS 

NetApp Data ONTAP provides a deduplication feature that operates on a volume level regardless of 

whether the data within is accessed as file data or as block (LUN). Deduplication prevents storing the 

same data twice. NetApp deduplication is considered a postprocess that is triggered based on a 

predetermined amount of change within the volume on a scheduled basis or performed manually. 

Best Practice 

NetApp recommends the following best practice for VSC monitoring and host configuration: When 

using storage DRS with advanced features of Data ONTAP, such as the ones just mentioned, avoid 

fully automated VM migration and configure SDRS in manual mode only. Administrators with 

knowledge of both the underlying VMware and NetApp infrastructure can then weigh the migration 

suggestions made by storage DRS against the possible ramifications of these migrations. 

 

Authors’ Comments 

The maximum sharing for a block in Data ONTAP 8.1 is 32,767. This means that if there are 64k 

duplicate blocks, there will be 2 blocks that reside on disk with approximately 32k pointers pointing to 

the first block and the other 32k pointing to the second block. 
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When storage DRS migrates a VM that is residing in a datastore that is configured for deduplication, the 

act of writing the VM into its new datastore is seen as a net new write. This results in the VM consuming 

100% of its size on disk until the deduplication process executes.  

What if the storage DRS goal is to reclaim storage space? 

Answer: The only space that is freed by the migration is the unique blocks of that VM. Depending on the 

contents of the VM, this might only result in a small percentage of savings. 

NetApp Thin Provisioning and SDRS  

NetApp thin provisioning enables users to present more logical storage to hosts or consumers than what 

actually exists in the physical storage pool. Instead of allocating space up front, storage space is 

dynamically allocated to each volume or LUN as data is written. In most configurations, free space is also 

released back to the common storage pool when data in the volume or LUN is deleted (and is not being 

held by any Snapshot copies).  

With NFS datastores, when a VM is deleted, all of the data blocks of which the VM is composed are freed 

and returned to the volume, if the volume is not configured for thin provisioning. If it is configured for thin 

provisioning, then the freed data blocks are returned to the aggregate that contains the thinly provisioned 

volume. 

Best Practice 

When using storage DRS with advanced features of NetApp Data ONTAP, such as the ones just 

mentioned, avoid fully automated VM migration and configure SDRS in manual mode only. 

Administrators with knowledge of both the underlying VMware and NetApp infrastructure can then 

weigh the migration suggestions made by storage DRS against the possible ramifications of these 

migrations. 

2.10 NFS Protocol Changes in vSphere 

VMware has extended the existing functionality around connecting ESXi hosts to NFS datastores. These 

enhancements bring the various storage connection protocols for ESXi closer to parity from scalability 

and offload standpoint. Some of the enhancements include: 

 More datastores. vSphere now supports 256 NFS datastores per ESXi host. 

 Better memory management. vSphere 5.0 is less sensitive to depletion of TCP/IP heap memory. 

For more information, refer to section 7.9. 

2.11 VAAI Support for NFS 

vSphere storage APIs were first introduced in version 4.1 and enabled support for the following three 

primitives: 

 Full copy. The array is responsible for making full copies of data within the array. 

 Block zeroing. The array is responsible to zero out large numbers of data blocks. 

 Hardware-assisted locking. An alternative mechanism to protect VMFS metadata. 

With vSphere 5, VMware enhanced the existing three primitives and added new ones that include: 

 vSphere thin provisioning. Enables the reclamation of unused space and the monitoring of space 
usage for thinly provisioned LUNs. 

 Hardware acceleration for NFS. Enables existing VAAI copy-offload functions to be extended to 
NFS. Prior to vSphere 5, these offload functions were exclusively for VMFS datastores. 
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 SCSI standardization. Provides for T10 compliancy for full copy, block zeroing, and hardware-
assisted locking. 

For more information on VAAI for NFS deployment, refer to the Installing NetApp VAAI Bundle section. 

2.12 Having Your Cake and Eating It Too: NetApp Clustering with VMware 
vSphere 

The remainder of this publication is dedicated to combining NetApp’s storage clustering technology with 

VMware vSphere. The broad acceptance of using server virtualization to capitalize on the economies of 

scale associated with abstracting disparate forms of server architectures under a hypervisor to manage 

and allocate hardware resources to multiple instances of VMs should not be limited to the compute layer. 

Clustered Data ONTAP is the storage hypervisor. It is one standard information platform that aggregates 

hardware (clustering), is hardware agnostic (VSA, V-Series), and virtualizes information access 

(Vservers). Shared storage resources can then be managed using storage profiles to standardize how 

capacity, performance, and backup/recovery policies are applied throughout the storage infrastructure. 

This nets to one simple yet profound capability: NetApp clustered Data ONTAP does for storage what 

VMware vSphere does for servers. 

The remainder of this publication focuses on this capability by introducing and defining specific VMware 

technologies, showing how NetApp uniquely addresses or aligns with that technology, offering the best 

practice guidelines based on testing and field experience, and describing the steps necessary to 

implement those best practices. 

Welcome to the future of storage—anything less becomes a commoditized and single-purpose appliance. 

3 Administration  

Although the promise of virtualization has traditionally been to do more with less, that doesn’t necessarily 

transcend to the administrators who manage it. Certainly the infrastructure could be managed with fewer 

employees, but care must be taken not to overcomplicate your environment. NetApp has several areas in 

which utilization and management can become a very consistent standardized layout from day one, and 

those efficiencies will carry on, if maintained properly, throughout the lifecycle of the infrastructure. 

This chapter discusses day-to-day operations with NetApp’s VSC and implementing and managing 

storage efficiencies. 

3.1 Virtual Storage Console 

At the core of NetApp integrations with VMware is the VSC. It is an all-encompassing vCenter plug-in that 

provides end-to-end virtual machine management (VMM) and awareness for VMware vSphere 

environments running on top of NetApp storage. The following core capabilities make up the plug-in:  

 Storage and ESXi host configuration and monitoring using monitoring and host configuration  

 Datastore provisioning and VM cloning using Provisioning and Cloning 

 Online alignment and single/group migrations of VMs into new or existing datastores using 
optimization and migration 

Note: A future version of VSC will enable the creation of optimized datastores in clustered Data 
ONTAP. 

As a vCenter plug-in, all vSphere clients that connect to vCenter can access it. This availability is different 

from a client-side plug-in that must be installed on every vSphere client.  

By default, the VSC Installer installs three core capabilities and an optional fourth (backup and recovery): 

 Monitoring and host configuration 
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 Provisioning and Cloning (replaces Rapid Cloning Utility [RCU]) 

 Optimization and migration (new in VSC 4.0) 

 Backup and recovery (replaces NetApp SnapManager
®
 for Virtual Infrastructure [SMVI]) 

NetApp VSC 4.1 Preinstallation Considerations 

Users can perform an inline upgrade of the VSC if they are running version 2.0 or later. Anything earlier 

than version 2.0 is detected by the installer and the installation halts until preexisting, out-of-date versions 

are uninstalled. Versions that are targeted in this installation check include a standalone version of RCU 

and SMVI. 

Depending on the features used, other licenses might be required on the storage controller, including: 

 SMVI (if installing backup and recovery) 

 NetApp SnapMirror (if using SMVI to mirror backups to a remote site) 

 NetApp SnapRestore
®
 (to perform restores) 

 NetApp FlexClone (for cloning VMs and datastore mounts) 

 A license is not required for deduplication because deduplication comes standard on all NetApp 
systems 

 NetApp MultiStore
®
 license is not applicable to clustered Data ONTAP. Vservers are a fundamental 

component of the clustered Data ONTAP architecture. 

Table 1 lists the licenses required for provisioning, cloning, configuration, and distribution tasks. 

Table 1) License key requirements per task type. 

Task Required License 

Provision datastores Note: NFS, iSCSI, or FCP* 

Secure multi-tenancy using vFiler
®
 MultiStore 

Clone VMs FlexClone 

Enable and configure deduplication A_SIS 

Mirror backups to remote sites SnapMirror 

Rapidly restore from backup SnapRestore 

* The FCP license includes both Fibre Channel (FC) and FCoE. 

Installing NetApp VSC 4.1 

To install NetApp VSC 4.1, complete the following steps: 

1. Download the Virtual Storage Console 4.1 from the NetApp Software Download page.  

2. The VSC can be installed either on your vCenter server directly or on a standalone installation of 
Windows

®
, such as when you’re running the vCenter 5 virtual appliance. To install the VSC plug-in, 

open the file downloaded in step 1 (for example, VSC-4.1-win64.exe). 

3. On the installation wizard landing page, click Next to proceed with the software installation. 

4. On the next page, read the license agreement, select Accept, and click Next. 

5. Optionally, select Backup and Recovery components and click Next. 

http://support.netapp.com/NOW/cgi-bin/software
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6. Choose the location where VSC will be installed and click Next. 

 

7. Make a note of the registration URL. This URL is required to register the VSC plug-in with vCenter 
after the installation. Click Install. 
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Registering VSC with vCenter 

A browser window with the URL shown in the previous screenshot automatically opens when the 

installation is complete. However, some browser settings such as popup blockers and certain spam filters 

can interfere with this function. If the browser window does not automatically open, complete the following 

steps to register the plug-in: 

1. Open a Web browser from the machine on which the VSC is installed. 

2. Open a browser and enter the URL provided by the installation wizard: 

https://localhost:8143/Register.html  

3. Otherwise, replace localhost with the host name or IP address of the VSC server. 

4. In the Plug-in Service Information section, select the IP address that the vCenter server uses to 
access the VSC server from the drop-down list.  

5. In the vCenter Server Information section, enter the host name or IP address, port, user name, and 
user password and click Register to complete the registration. 
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After the plug-in is registered with vCenter, it appears in plug-ins of the vSphere client. 

 

3.2 Monitoring and Host Configuration 

Monitoring and host configuration in the VSC discovers, monitors, manages, and displays all pertinent 

information that relates to NetApp storage controllers that are attached to ESXi hosts.  

The information collected and displayed for arrays includes: 

 NetApp clusters, Vservers, junction paths, Data ONTAP version, and VAAI capability 
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 Controller status from both a storage area network (SAN) perspective (FC, FCoE, iSCSI) and a 
network-attached storage (NAS) perspective (NFS)  

 Capacity and space utilization for controllers and VMFS/NFS datastores 

 Indirect path notifications for NFS clients to a data logical interface (LIF) 

In addition, the following functions were added to monitoring and host configuration: 

 Unified management of storage controller credentials for both provisioning and cloning and 
optimization and migration  

 A deployment mechanism for the NFS VAAI plug-in that allows VMware to offload certain storage 
functionality to NetApp storage controllers  

 Dynamic selection of which columns to display, as well as the ability to sort and group those columns 

Automatic Discovery and Adding Storage Resources 

After the VSC is installed, it automatically discovers what storage resources are available based on a 

quick poll of the connected ESXi hosts, and it discovers what datastores are connected to them. Tasks 

appear in the Recent Tasks window of the vSphere Client during this process.  

To add other storage that was not automatically discovered, complete the following steps: 

1. Log in to vCenter using the vSphere client. 

2. Click the Home tab in the upper left portion of the window. 

3. In Solutions and Applications, click NetApp. 

 

4. Click Update on the Overview panel of the Monitoring and Host Configuration screen. All NetApp 
storage elements associated with hosts that are managed by vCenter are discovered and displayed. 
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5. For the VSC to be able to function and execute operations, credentials for discovered storage 
controllers must be added. 

a. Right-click each storage controller in turn. 

b. Select Modify Credentials. 

c. Enter the user name and password. 

Authors’ Comments 

NetApp recommends creating a dedicated user account on each NetApp storage controller connected 

to a vSphere host for use by the VSC plug-in, rather than using the storage array admin or superuser 

account. 

The result of these steps both refreshes and updates the columns to include more specific information, 

such as the Data ONTAP version of software, alarm status, utilization, and whether or not it is VAAI 

enabled.  

The online help modules for this VSC describe what each of these columns are and how the view can be 

customized, as shown in Figure 5. 

Figure 5) Online help within the NetApp VSC. 
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Access the help using the following menu options:  

Note: Help is displayed in the default Web browser. 

 Help > NetApp > Monitoring and Host Configuration > Monitoring and Host Configuration Help 

 Help > NetApp > Provisioning and Cloning > Provisioning and Cloning Help 

 Help > NetApp > Optimization and Migration > Optimization and Migration Help 

 Help > NetApp > Backup and Recovery > Backup and Recovery Help 

Optimal Storage Settings for ESXi Hosts 

vSphere configuration changes are necessary to gain the most optimal performance and integration with 

the NetApp VSC and storage. The goal and result of these settings are to affect the connectivity 

parameters of the host to induce graceful responses to changes at the storage layer that might appear 

unplanned or catastrophic to the ESXi layer (for example, controller failovers and hardware failures). The 

resulting change enables the storage layer to address these conditions appropriately without destabilizing 

the ESXi layer that is connected to NetApp storage controllers. 

The NetApp VSC offers a feature to automatically and nondisruptively apply these settings in an 

automated fashion. The logic behind this feature automatically checks the configuration of the attached 

hosts and graphically displays an icon that indicates the host’s compliance with these settings, as shown 

in Figure 6. 

Figure 6) ESXi host settings. 

 

To remediate the misconfigured ESXi host alert conditions, complete the following steps: 

1. Select the ESXi host and right-click to display the drop-down menu. 

2. Click Show Details. 
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3. This window displays the exact settings to modify. If they are noted in red, it means they do not 
currently adhere to NetApp best practices. 

4. Close this window and right-click the ESXi host again. 

5. Click Set Recommended Values. 

6. Select the checkbox to update NFS settings and click OK. 

 

7. Monitor progress in the Recent Tasks window of the vSphere client. 
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Authors’ Comments 

Depending on what changes are made to the ESXi hosts, each host might require a restart for the 

network-related parameter changes to take effect. If no reboot is required, the status value in the 

NetApp VSC changes to Normal; if a reboot is required, the status indicates Pending Reboot. 

If a reboot is required, remember to evacuate the VMs before placing the ESXi server into maintenance 

mode and restarting it. 

Customizing the User Interface 

In Figure 7, VSC has properly discovered a cluster and three Vservers, along with their associated 

information (IP address, version, status, free capacity, total capacity, VAAI capable and supported 

protocols). 

Figure 7) Interface customization. 

 

In addition to the columns displayed by default, the administrator can choose which columns are the most 

relevant and conducive to the environment being managed.  

To choose columns, complete the following steps: 

1. Click the arrow of any column heading to open the menu and select Columns to display the 
submenu of selectable columns.  

2. Select the columns to be displayed from the list of available columns.  

Note: Columns can be grouped and sorted. 
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Another key feature of monitoring and host configuration is the ability to view the cluster and Vserver 

details. For each entity, the following information is displayed: 

 Cluster nodes and HA pairs 

 Data LIFs, IP addresses, and ports 

 Node management LIFs, IP addresses, and ports 

 Cluster management LIFs, IP addresses, and ports 

 Vserver names and protocols 

 Vserver worldwide names (WWNs), ports, and protocols 

 Vserver and node connectivity 

To display this information, complete the following step: 

1. Right-click the cluster and click View Cluster LIF Details. 
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The following window appears. 

 

Monitoring and host configuration enables an administrator to view the allowed privileges for the cluster. 

To view the allowed privileges for the cluster, complete the following step: 

1. Right-click the cluster and click Show Privileges. The following window appears. 

 

Monitoring and host configuration also keeps track of the ESXi hosts that are connected to any of the 

Vservers. To keep track of the ESXi hosts that are connected to the Vservers, complete the following 

step: 

1. Right-click the cluster and click View Connected Hosts. The Connected Hosts dialog box appears on 
the right side of the window, as shown in the following window. 
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Credential Management for NetApp Clusters 

Each capability of the VSC requires certain Data ONTAP permissions to perform its operations. 

Monitoring and host configuration manages the cluster credentials for provisioning and cloning and 

optimization and migration. Default credentials can be used, or a custom set of credentials can be 

entered manually. Manually specified credentials are not required for any cluster where the default 

storage credentials are valid.  

To modify the cluster credentials, complete the following steps: 

1. Click Overview in the navigation pane to generate a list of all nodes that are attached to ESXi hosts.  

2. Right-click the cluster and click Modify Credentials. 

 

3. The following dialog box appears. Enter the proper credentials and click OK. 
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Vserver Storage Details: VMFS Datastores (SAN) 

VSC 4.1 monitoring and host configuration allows the administrator to view the storage details for VMFS 

(SAN) datastores residing on Vservers by choosing the Storage Details – SAN option in the navigation 

pane, as shown in Figure 8. In this example, the highlighted VMFS datastore is called vmfs4nplv2, 

which resides on the Vserver frogstar. For each datastore, the datastore capacity, LUN pathname, 

storage capacity, storage status, and whether or not it is thin provisioned are displayed (in this example, 

the datastore is not thin provisioned). 

The bottom half of the window contains details for the selected datastore. The details are sorted into four 

categories of information: 

 LUN 

 Deduplication 

 Capacity 

 Volume 

These details focus on the storage side of the Vserver for this datastore. For example, in the Volume box, 

this datastore is a LUN that resides on a FlexVol volume named vmfs_nplv2 in aggregate n2a1. The 

volume also has the Autogrow and Snapshot Autodelete options turned on. 

VSC displays all of the LUN details, including that it has not been deduplicated. Lastly, the capacity 

information from the datastore, LUN, volume, and aggregate perspectives is displayed. All of this is 

extremely useful information for the administrator from both a VMware and a storage perspective. 
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Figure 8) Storage details: SAN. 

 

Authors’ Comments 

Monitoring and host configuration allows the administrator to change the column headings in all of the 

storage details displays, just as it does in the overview display. However, take note of the different 

options available when customizing columns in this view. 
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Figure 9) Storage details: SAN. 

 

In addition to choosing columns, datastores can also be grouped by any field, shown in groups with the 

same information in that field, and sorted in ascending or descending order. 

Vserver Storage Details: NFS Datastores (NAS) 

Monitoring and host configuration enables the administrator to view the storage details for NFS 

datastores. In this example, a datastore called ds1 that resides on a Vserver called xaxis is highlighted. 
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Figure 10) Storage details: NAS. 

 

In the Storage Details: NAS window, three of the categories are the same as the VMFS datastore 

(Capacity, Deduplication, and Volume), but there are two new boxes: NFS and Host Privileges. The NFS 

box contains all of the pertinent path information about the datastore, and the Host Privileges box 

contains links for viewing which hosts have access to this particular NFS export. 

Authors’ Comments 

For clustered Data ONTAP, the path is really a junction path. With the host privileges, the administrator 

can view connected hosts based on privileges. 

Setting the Default Credentials for Clusters 

To set up the default credentials, complete the following steps: 

1. Click Discovery Status.  

2. Click Set Default Controller Credentials to open up the Default Storage Controller Credentials dialog 
box. 
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3. Enter the user name, password, and port and select or deselect the Use SSL checkbox and click 
OK. 

 

Best Practices 

NetApp recommends the following best practices for VSC monitoring and host configuration: 

 Regularly run an update in the NetApp VSC to scan for changes in the storage. 

 Use the NetApp VSC to verify that ESXi hosts adhere to recommended settings. 

 If credentials are modified on the storage, update the NetApp VSC. 
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Authors’ Comments 

One of the most powerful features of the VSC is the awareness it brings up to the VMware layer about 

the storage devices on which the environment is stored and then shaping and molding the ESXi hosts 

to comply with best practices in two mouse clicks. The ability to manipulate, sort, and filter the way this 

information is displayed is a very dynamic way to allow a VMware administrator to ingest what that 

administrator can and cannot do with the storage that has been served. 

3.3 Provisioning and Cloning 

Provisioning and Cloning in VSC 4.1 helps administrators to provision both VMFS and NFS datastores at 

the data center, vSphere cluster, or host level in VMware environments. Furthermore, the target storage 

can be storage controllers operating in either clustered Data ONTAP or 7-Mode. 

Figure 11) Provisioning and Cloning. 

 

Provisioning and Cloning functionality was enhanced to support the creation of both VMFS and NFS 

datastores in VMware environments hosted on NetApp storage arrays.  

Although one of the core functions of monitoring and host configuration was enhanced to discover 

NetApp storage arrays running clustered Data ONTAP, Provisioning and Cloning now recognize what 

was discovered and allow the creation of datastores either directly to the Vserver or indirectly by choosing 

the storage cluster first and then selecting one of its Vservers. All other functionality associated with the 

provisioning of datastores works exactly as it did before. All existing functions of Provisioning and Cloning 

continue to work. 

Before creating a VM, you must create and manage VMware datastores. New datastores can be created 

at the VMware data center, cluster, or host level.  

In clustered Data ONTAP, datastores are provisioned from a Vserver, not from a cluster node directly. 

Through the wizard, when a controller is selected, the user is then prompted for an appropriate Vserver 

that has access to that controller’s underlying storage resources. A specific Vserver can be selected to 

which to provision the new volume, but this requires a new role and a new user with the required 

provisioning privileges. The default vsadmin role assigned to Vservers does not contain the volume 

efficiency command required by the Provisioning and Cloning module. 

Table 2 contains direct links to the procedures for the use cases listed. 
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Table 2) Use cases for provisioning. 

Use Case Procedure 

To start provisioning and cloning Using Provisioning and Cloning 

To remove a datastore Destroying a Datastore 

To remove the duplicate data from a datastore Managing Deduplication  

To change the size of the datastore Resizing a Datastore 

To reclaim space on a VM Note: Shrinking a datastore can only be performed 
on NFS datastores, not on VMFS datastores. 

Reclaiming Space on a VM 

Provisioning a Datastore 

Figure 12 shows a vSphere cluster that contains two ESXi hosts. 

Figure 12) vSphere cluster with two ESXi hosts. 

 

To provision a datastore to all hosts in this cluster, complete the following steps: 

1. Right-click Cluster1 and select NetApp > Provisioning and Cloning > Provision datastore. 
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2. The Datastore Provisioning wizard appears. 

 

3. Select a Vserver and click Next. 

 

Note: In this example, eadrax is a clustered Data ONTAP cluster that houses four Vservers. 

4. Select the datastore type, either NFS or VMFS. Click Next. 
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5. Specify the datastore name and select the containing aggregate and the size (GB). In this example, 
the datastore will be thin provisioned, and the autogrow option is configured to grow the datastore by 
increments of 5GB to a maximum of 100GB. 

 

Note: VSC 4.0 also introduces support for VMware datastore clusters. The datastore provisioning 
wizard creates this new datastore and assigns it to a datastore cluster all at the same time. 

6. Click Next to get a summary of the datastore provisioning options selected. 

 

7. Click Finish to create the datastore and monitor progress in the Recent Tasks window of the 
vSphere client. 

Note: Section 6.2 in TR-4015 (p.45), defines the best practice for creating load-sharing mirrors (LSM) of 
Vserver root volumes as a means to maintain high availability of the Vserver namespace. A 
tradeoff for using LSM is that clients cannot see new volumes mounted in the Vserver 
namespace until the LSM is updated. If the Vserver used for VMware NFS datastores has an 
LSM of its root volume, and VSC authenticates using Vserver credentials, provisioning of NFS 
datastores through VSC will fail because VSC cannot detect the LSM nor can the vsadmin 
account update the mirror to reflect the new volume and its junction path. To work around this 
issue, either use cluster admin credentials or do not use LSM for the Vserver root volume. 

Using Provisioning and Cloning 

Because datastores can be provisioned at the data center, cluster, or host level, the starting point for the 

Provisioning and Cloning features is the Inventory window of the vSphere client. The following step can 

be used to manage datastores and clone VMs using Provisioning and Cloning: 

http://media.netapp.com/documents/tr-4015.pdf
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1. Right-click an object (datacenter, cluster, or host) in the Inventory window of the vSphere Client and 
then click NetApp > Provisioning and Cloning. 

 

Destroying a Datastore 

When the destroy feature of Provisioning and Cloning is used, the following actions occur: 

 VSC scans the datastore to check for existing VMs and prompts to evacuate. 

 If not evacuated, it destroys all of the VMs in the datastore.  

 It unregisters and detaches the datastore from the vSphere host environment. 

 It deletes the FlexVol volumes and all Snapshot copies from the Vserver. 

 It frees the storage space on the array. 

To destroy a datastore, complete the following steps: 

1. Use the vSphere Client to bring up the list of datastores, right-click the target datastore, and then 
click NetApp > Provisioning and Cloning > Destroy. 
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2. The following window appears. Click OK to proceed. 

 

3. The Destroy Datastore window opens, and a confirmation dialog box appears verifying that you want 
to destroy the selected datastore and all of its VMs. Click Yes to destroy the datastore. 
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Managing Deduplication  

VSC can deduplicate a datastore to free up space for other applications. To deduplicate a datastore, 

complete the following steps: 

1. Right-click the datastore. 

2. Click NetApp > Provisioning and Cloning > Deduplication management to open the Datastore 
deduplication management window. 

 

3. In the Datastore deduplication management window, select the Enable deduplication and Start 
deduplication checkboxes, and then click Yes when prompted. 
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Resizing a Datastore 

To resize a datastore, complete the following steps. 

1. Use vSphere to bring up the list of datastores, right-click the datastore you want to resize, and then 
click NetApp > Provisioning and Cloning > Resize. 
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2. The following dialog box appears. Enter the new desired size for the datastore. In this example, 
150GB is entered. Click OK to resize the datastore from 1024GB to 150GB. 

 

Note: Shrinking a datastore can only be performed on NFS datastores, not on VMFS datastores. 

Reclaiming Space on a VM 

When space is deleted in an operating system, that action does not necessarily affect the blocks on 

storage with a delete. Some operating systems preserve the data on disk to accommodate deleted file 

restoration actions, in case the delete action was unintentional. 

When deploying a virtual infrastructure using NFS, customers can maintain the storage efficiency of thinly 

provisioned VMs using the VSC by leveraging the capabilities of space reclamation. 
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Figure 13) Analysis of space reclamation. 

 

Space reclamation requires that the following conditions be met: 

 NFS datastores only 

 VMDKs formatted with NTFS on basic disks only (GPT or MBR partitions) 

 Clustered Data ONTAP 8.1 or later 

 VM must be powered off 

 No virtual machine VMware snapshots 

To reclaim space, complete the following steps: 

1. In vSphere, click Home > Datastores to bring up the list of datastores. 

2. Click the datastore that meets all of the space reclamation requirements listed earlier. 

3. Click the Virtual Machines tab. 

4. Right-click a VM or multiple VMs. 

5. Click NetApp > Provisioning and Cloning > Reclaim Space. 
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6. The following dialog box appears. Click OK to reclaim the space. 

 

7. Click Yes to start the NetApp space reclamation process. 
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Managing Deduplication of New Datastores 

When creating a new datastore with the NetApp VSC, deduplication is automatically enabled and 

scheduled to scan every night at midnight. To manage deduplication of new datastores, complete the 

following steps: 

1. From the Home window in vCenter, click Datastores and Datastore Clusters. 

 

2. VSC provides several places to interact with the interface using right-click context menus. 

 

Note: Datastores can be right-clicked in the left column. 



52 VMware vSphere 5 on NetApp Clustered Data ONTAP 8.1 

 

Note: Alternatively, an entire vCenter data center can be selected in the left column, and each 
datastore can be managed from the center window. This example illustrates that the NetApp 
VSC plug-in is contextual and is accessible from multiple locations within vCenter. 

3. From the Datastore deduplication management window, a window appears that contains storage 
details. 
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Note: Deduplication is already enabled in the example earlier. 

Best Practices 

NetApp recommends these best practices for VSC Provisioning and Cloning: 

 Use the VSC to create and maintain datastores. 

 Align VMs and templates. 

 Enable deduplication on datastores. 

 

Authors’ Comments 

NetApp’s VSC is a free plug-in available to all NetApp customers from the NetApp Support site. Of the 

VSC modules, the authors have seen more time spent and activity around the Provisioning and Cloning 

feature, but note that it’s arguably the most underutilized feature of the VSC. With the Provisioning and 

Cloning feature, users can create new volumes and LUNs; specify export and zone parameters; and 

mount them to a single, multiple, or all ESXi hosts within the virtual infrastructure cluster. Consider the 

actions presented in Figure 14, as these steps are simplified when using the VSC. Repeatability is a 

key component for standardizing predictable responses to activities; storage provisioning activities are 

prime candidates for this kind of business practice. 

Figure 14) Steps involved in manual storage provisioning. 

 

The fact of the matter is that IT administrators should be looking for opportunities to mitigate mundane 

tasks. Mundane tasks can lead to mistakes or to poor business practices that become prevalent within 

the data center. Either way, change becomes difficult, and standardization becomes difficult to achieve. 

Tools such as the NetApp VSC are built to resolve issues inherent in manual provisioning. Moving from 

Figure 14 to Figure 15 has opex savings and frees up IT staff to solve larger issues. 
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Figure 15) NetApp VSC streamlines storage provisioning. 

 

3.4 Storage Efficiencies 

Thin Provisioning Overview 

Thin provisioning, in a shared storage or virtualized environment, is a method for optimizing the use of 

available storage. It relies on just-in-time allocation of blocks of data versus the traditional method of 

allocating all blocks up front. This methodology eliminates the overallocation of storage, which helps 

avoid the poor utilization rates that occur in traditional storage allocation methods. Without thin 

provisioning, these poor utilization rates affect both small and large storage pools where storage capacity 

is allocated to individual servers, but remains unused. 

Figure 16) Traditional provisioning versus thin provisioning. 

 

The value of thin provisioning is that organizations can purchase less storage capacity up front, defer 

storage capacity upgrades in line with actual business usage, and save the operating costs (electricity 

and floor space, for example) associated with keeping unused disk capacity spinning. 

Previous systems generally required large amounts of storage to be physically preallocated, because of 

the complexity and the effect of growing storage space. Thin provisioning enables overallocation or 

oversubscription of the storage and is one of the core concepts of virtualization. VMware vSphere 

supports thin provisioning at the VM disk (VMDK) level and on the storage array at the volume level for 

both SAN and NAS. 
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Thin Provisioning the VMDK 

VMware vSphere applies thin provisioning during the creation of a VM, which is based on the VMDK, and 

when a new virtual disk is added to an existing VM. When a thinly provisioned VM requires additional 

storage capacity, VMware vSphere allocates storage in chunks equal to the size of the file system block, 

with the following caveats:  

 VM file system (VMFS) allocates at 1MB chunks 

 NFS allocates at 4KB chunks 

While thin provisioning is an infrastructure efficiency choice, it does incur minimal overhead. Specifically, 

the process of allocating these chunks is considered a metadata operation. This results in SCSI locks 

imposed on the datastore, and although this process is very brief, it does suspend the write operations. 

Similar to the thick format, thin VMDKs are not formatted at the time of deployment. Therefore, data that 

needs to be written must pause while the blocks required to store the data are zeroed out. The process of 

allocating blocks from within the datastore occurs any time a write operation attempts to store data in a 

block range that is inside the VMDK, but which has not been written to by a previous operation. 

To summarize the zeroing out and allocation differences between a thick and thin virtual disk, just 

remember that both suspend I/O when writing to new areas of a disk that needs to be zeroed. However, 

before this can occur with a thin virtual disk, it might also have to obtain additional capacity from the 

datastore. 

Thin Provisioning the Volume 

It is a common practice for server administrators to overprovision storage to avoid running out of storage 

and the associated application downtime when expanding the provisioned storage. Although no system 

can run at 100% storage use, methods of storage virtualization allow administrators to address and 

oversubscribe storage in the same manner as with server resources (such as CPU, memory, networking, 

and so on). This form of storage virtualization is referred to as thin provisioning. 

Traditional provisioning preallocates storage; thin provisioning provides storage on demand. The value of 

thin-provisioned storage is that storage is treated as a shared resource pool and is consumed only as 

each individual VM requires it. This sharing increases the total usage rate of storage by eliminating the 

unused but provisioned areas of storage that are associated with traditional storage. The drawback to thin 

provisioning and oversubscribing storage is that (without the addition of physical storage) if every VM 

requires its maximum possible storage at the same time, there will not be enough storage to satisfy the 

requests. 

How NetApp Addresses Thin Provisioning 

NetApp thin provisioning extends VMware thin provisioning for VMDKs. It also allows LUNs that are 

serving VMFS datastores to be provisioned to their total capacity while consuming only as much storage 

as is required to store the VMDK files (which can be either a thick or thin format). In addition, LUNs 

connected as RDMs can be thin provisioned. 

When you enable NetApp thin-provisioned LUNs, NetApp recommends deploying these LUNs in FlexVol 

volumes that are also thin provisioned with a capacity that is 2x the size of the LUN. By deploying a LUN 

in this manner, the FlexVol volume merely acts as a quota. The storage consumed by the LUN is reported 

in FlexVol and its containing aggregate. 
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Best Practices 

NetApp recommends the following best practices for thin provisioning: 

 Thin provision both VMDKs and volumes. 

 Leverage NetApp management tools to monitor use. 

 Use VSC to create VMware datastores. 

 

Authors’ Comments: Is Thin on Thin a Good Idea? 

This conversation inevitably comes up when talking about thin provisioning. Can I do both? The idea of 

thin on thin isn’t really the big pain point. When you decide to go down the path of thin provisioning your 

production storage, you should gather everyone and come to agreement that this is an all-or-none 

decision. The pain of thin provisioning isn’t the marginal overhead it places on your equipment; it’s the 

added cycles it places on your day-to-day monitoring and management of those entities. Technologies 

have certainly improved to do a better job of not crashing the OS and VMs leveraging thin-provisioned 

disks, but there is still the problem of the thin-provisioned disk filling up. One of the most important 

tasks you must do in a thin-provisioned environment is set up the monitoring thresholds. NetApp also 

leverages native autogrow thresholds to automatically extend the available space of a volume further 

into the aggregate.  

Final thoughts: Thin provision everything. Set up autogrow to grow 25% or more when an 80% utilized 

threshold is crossed. This allows you to monitor total space utilization from one layer, the aggregate. 

Very heavy transactional database LUNs or volumes can be an exception to this, if the performance is 

that dependent on the disks being prezeroed. 

3.5 Deduplication  

Overview 

One of the most popular VMware features is the ability to rapidly deploy new VMs from stored VM 

templates. A VM template includes a VM configuration file (.vmx) and one or more virtual disk files 

(.vmdk), which include an operating system, common applications, and patch files or system updates. 

Deploying from templates saves administrative time by copying the configuration and virtual disk files and 

registering this second copy as an independent VM. By design, this process introduces duplicate data for 

each new VM deployed. Figure 17 shows an example of typical storage consumption in a vSphere 

deployment. 
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Figure 17) Storage consumption for traditional arrays in a vSphere deployment. 

 

NetApp offers data deduplication technology called FAS data deduplication. With NetApp FAS 

deduplication, VMware deployments can eliminate the duplicate data in their environment and enable 

greater storage use. Deduplication virtualization technology enables multiple VMs to share the same 

physical blocks in a NetApp FAS system in the same manner that VMs share system memory. It can be 

seamlessly introduced into a virtual data center without having to make any changes to VMware 

administration, practices, or tasks. Deduplication runs on the NetApp FAS system at scheduled intervals 

and does not consume any CPU cycles on the ESXi server. Figure 18 shows an example of the effect of 

deduplication on storage consumption in a vSphere deployment. 
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Figure 18) Impact of NetApp deduplication on storage consumption in a vSphere deployment. 

 

Deduplication is enabled on a volume, and the amount of data deduplication realized is based on the 

commonality of the data stored in a deduplication-enabled volume. For the largest storage savings, 

NetApp recommends grouping similar operating systems and similar applications into datastores, which 

ultimately reside on a deduplication-enabled volume. 

Deduplication Considerations with VMFS and LUNs 

Enabling deduplication while you are provisioning LUNs produces storage savings. However, the default 

behavior of a LUN is to reserve an amount of storage equal to the provisioned LUN. This design means 

that although the storage array reduces the amount of capacity consumed, any gains made with 

deduplication are for the most part unrecognizable, because the space reserved for LUNs is not reduced. 

To recognize the storage savings of deduplication with LUNs, you must enable NetApp LUN thin 

provisioning. 

Note: Although deduplication reduces the amount of consumed storage, the VMware administrative 
team does not see this benefit directly, because its view of the storage is at a LUN layer. LUNs 
represent their provisioned capacity, whether they are traditional or thin provisioned. The NetApp 
VSC provides the vSphere administrator with storage use at all layers in the storage stack. 

When you enable deduplication on thin-provisioned LUNs, NetApp recommends deploying these LUNs in 

FlexVol volumes that are also thin provisioned with a capacity that is 2x the size of the LUN. When the 
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LUN is deployed in this manner, the FlexVol volume merely acts as a quota. The storage consumed by 

the LUN is reported in the FlexVol volume and its containing aggregate. 

Deduplication Advantages with NFS 

Unlike with LUNs, when deduplication is enabled with NFS, the storage savings are immediately available 

and recognized by the VMware administrative team. The benefit of deduplication is transparent to storage 

and vSphere administrative teams. Special considerations are not required for its use. 

Best Practices 

NetApp recommends the following best practices for deduplication: 

 Enable deduplication on VMware datastores. 

 Configure 80% warning thresholds and autogrow policies to avoid full volumes on the storage. 

 Add Flash Cache to any storage array to extend deduplication to the cache layer and further 
increase the benefit realized. 

 

Authors’ Comments: Deduplication: Black Magic or Real Benefit? 

A lot of vendors offer deduplication technologies. Some do it inline as part of some streaming backup 

process that requires an appliance. Some do it with an agent on the guest OS, which adds overhead to 

the VM itself. Some do it at the file level on the storage, which still doesn’t quite get it done. These 

methods I would refer to as black magic, and you would do well to pay close attention and ask 

questions when a vendor passively tells you, ―We can do dedupe, too.‖ 

NetApp’s native block-level deduplication is the industry’s only 4k block-level deduplication technology 

that is so ingrained into the Data ONTAP code that it transcends to every other layer of the NetApp 

storage architecture. From SnapMirror to Flash Cache, Data ONTAP controls all of the pieces, and 

everything is ―dedupe aware.‖ Your savings are not lost simply because the data moves around or 

between storage systems. 

4 Backup and Recovery with NetApp Snap Creator 

4.1 What Is Snap Creator Overview 

Snap Creator
™

 is a data protection solution that uses NetApp Snapshot software, SnapRestore, 

SnapMirror, SnapVault
®
 and FlexClone technologies to orchestrate and simplify backups, restores, 

disaster recovery, and cloning.  

Snap Creator is an extensible framework that includes a standard set of plug-ins for application backups 

including Oracle
®
, DB2, MySQL, Domino, Sybase ASE, VMware vSphere, VMware vCloud

®
, Microsoft 

Exchange, and Microsoft SQL Server
®
. In some cases where customers have already made the decision 

to use the NetApp SnapManager family of products, Snap Creator can be used to manage the 

SnapManager products. 

Snap Creator coordinates the management of backups, reduces the number and the complexity of data 

protection solutions, and provides a method to easily take advantage of NetApp technology. The 

capabilities of Snap Creator can be extended with custom-created plug-ins. 

Snap Creator is composed of five main components, including the Snap Creator server, agent, 

configuration files, GUI, and plug-ins. The next section covers each of these in detail. 



60 VMware vSphere 5 on NetApp Clustered Data ONTAP 8.1 

4.2 Snap Creator Solution Components 

Snap Creator Server 

The Snap Creator server is where the GUI, the configuration files, and the CLI reside. It is the main 

engine for the Snap Creator framework. The Snap Creator server engine communicates to the NetApp 

storage controller through API commands. It also integrates with OSSV, Operations Manager, Protection 

Manager, and NetApp SnapDrive
®
. 

Figure 19 shows the components of the Snap Creator 3.x server architecture. 

Figure 19) Snap Creator 3.x server architecture. 

 

Snap Creator Agent 

The agent is a lightweight daemon that runs remotely or locally and allows the Snap Creator server 

engine to send commands or operations to that agent based on the configuration of the workflow. The 

communication layer is HTTP or HTTPS using SOAP. 

Figure 20 shows the components of the Snap Creator 3.x agent architecture. 



61 VMware vSphere 5 on NetApp Clustered Data ONTAP 8.1 

Figure 20) Snap Creator 3.x agent architecture. 

 

Figure 21 shows the combined agent/server architecture. 

Figure 21) Snap Creator 3.x agents/server architecture. 

 

Snap Creator Configuration Files 

Configuration files reside within a profile. Each profile is a directory within the installation directory. The 

configuration file controls the workflow of Snap Creator. A profile might contain many configuration files, 

but only one can be active during each execution of Snap Creator. The configuration file contains 

information on how to name Snapshot copies, how to manage Snapshot copy retention, whether cloning 
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is required, how many FlexClone volumes to retain, how to manage data protection integration, and so 

on. 

Snap Creator GUI 

The GUI allows the creation of customized configuration files and new profiles for the environment. 

Snap Creator Application Plug-Ins 

Snap Creator comes with a native set of plug-ins for Oracle, DB2, MySQL, Domino, Sybase ASE, 

VMware, Microsoft Exchange, and Microsoft SQL Server. 

More information on Snap Creator application plug-ins can be found in the Snap Creator Communities as 

well as in the NetApp Interoperability Matrix Tool (IMT).  

The plug-ins are provided to assist with application consistency during the creation of backups or 

FlexClone volumes or for the management of specific components of the application (such as Oracle 

archive logs). 

Guidelines for Configuring Snap Creator 

Observe the following guidelines when you configure Snap Creator: 

 The Snap Creator agent/server configuration is a client/server type of architecture. 

 The Snap Creator agent is installed on the host with the targets to be backed up within an 
agent/server architecture. 

 The default port used by the Snap Creator agent/server architecture for communication is 9090. 

 The Snap Creator server is installed on a centralized host that communicates with other hosts that 
each have a Snap Creator agent installed and running. 

 The Snap Creator agent executes any prescripts or postscripts and commands on its host. 

 If plug-ins and precommands or postcommands are not needed, then the agent installation might not 
be necessary. 

 Snap Creator supports the use of both GUI and CLI. The GUI is configured when Snap Creator is 
installed. 

4.3 Why Snap Creator for Clustered Data ONTAP 

As virtualized environments scale and data grows, having one standardized backup, recovery, and 

disaster recovery solution becomes a necessity. Solutions such as Snap Creator provide administrators 

with the ability to manage their entire data protection environment with the same procedures and tools 

independent of the applications they need to back up. As new nodes, Vservers, VMs, and applications 

are added, lightweight agents are all that are needed to enable backup, recovery, and disaster recovery. 

Best Practices 

 Install Snap Creator on a dedicated VM. 

 Make sure port 9090 is open between the Snap Creator server and agents. 

 Make sure port 80 or 443 is open between the Snap Creator server and the NetApp storage 
controller. 

4.4 Available Snap Creator Actions 

Table 3 lists the actions that are available during the execution of a Snap Creator backup. 

http://support.netapp.com/matrix
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Table 3) Snap Creator actions available during backup. 

Command Action 

snap Creates a Snapshot copy of the NetApp storage 

OSSV Uses OSSV to perform the backup without creating a Snapshot copy 

clone_lun In addition to creating a Snapshot copy, clones LUNs using lun clone 

clone_vol In addition to creating a Snapshot copy, clones volumes using vol clone 

clone_del Deletes volume clones outside of a normal workflow 

restore Enters an interactive Snapshot restore menu for a given Snap Creator policy 

delete Enters an interactive Snapshot delete menu for a given Snap Creator policy 

snaplist Lists all Snapshot copies under Snap Creator control 

clonelist Lists all volume clones under Snap Creator control 

dpstatus Shows the SnapVault and SnapMirror status 

pmsetup Creates a Protection Manager dataset for a given configuration 

arch Does not create Snapshot copies, only performs archive log management 

quiesce Does not create Snapshot copies, only performs quiesce for a given application 

unquiesce Does not create Snapshot copies, only performs unquiesce for a given application 

discover Does not create Snapshot copies, only performs discover for a given application 

mount Mounts a Snapshot copy by using NFS or SnapDrive 

umount Unmounts a Snapshot copy by using NFS or SnapDrive 

scdump Dumps logs, configurations, and support information for a given profile 

4.5 Snap Creator Installation 

For step-by-step documentation of the installation of Snap Creator, refer to the NetApp Snap Creator 

Framework 3.5.0 Installation and Administration Guide. 

4.6 Snap Creator Configuration 

Table 4 lists the parameters that must be set in the configuration file of the VMware vSphere plug-in. 

These variables must be set correctly for the plug-in to work. 

Table 4) Snap Creator VMware vSphere plug-in parameters. 

Parameter Setting Description 

VIBE_VCENTER_IPADDR N/A vCenter IP address 

VIBE_VCENTER_USER N/A vCenter user name 

VIBE_VCENTER_PASSWD N/A Password for the user name specified by the 

VIBE_VCENTER_USER parameter 

https://communities.netapp.com/docs/DOC-4567
https://communities.netapp.com/docs/DOC-4567
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Parameter Setting Description 

VIBE_VSPHERE_NAMES N/A List of datastores and VMs to back up per vCenter 

Example: 

VIBE_VSPHERE_NAMES=VCENTER1:DS1:VM1;VC

ENTER2;DS2,DS3:;VCENTER3::VM4 

VIBE_TRIM_VSPHERE_NAMES N/A List of VMs to remove from the backup per vCenter 

Example: 

VIBE_TRIM_VSPHERE_NAMES=VCENTER1:VM99;

VCENTER2:VM5,VM12 

VIBE_RESTORE_INTERVAL Default: 
30 
seconds 

Time between each restore check  

VIBE_RESTORE_TIME Default: 
3600 
seconds 

Total time to wait for complete restore 

VIBE_VMWARE_SNAPSHOT Default: Y Create a VMware snapshot during backup 

VIBE_NOPING Default: N Do not ICMP-ping VMware or storage controllers 

VIBE_DYNAMIC_VOLUMES_UPDATE Default: 
Not set 

If set to N, dynamic volume update is not performed. In 

this case, set the VOLUMES, SNAPVAULT_VOLUMES, 

SNAPMIRROR_VOLUMES, and 

NTAP_DFM_DATA_SET parameters manually. 

Client/Server Configuration (Agent Settings) 

Table 5 lists the recommended settings for the VMware plug-in when using an agent configuration. 

Table 5) Snap Creator VMware vSphere plug-in agent settings. 

Parameters Setting Description 

SC_AGENT_TIMEOUT 1800 
seconds 

Time in seconds for the server/agent communication to 
exist.  

The client/server architecture uses a timeout 
mechanism: If the client does not respond before this 
value is reached, the server fails with a timeout 
method, but the agent remains running. 

The default value is 300 seconds. Depending on the 
number of VMs being restored, the restore operation 
can take a considerable time, and 10 minutes is likely 
to be insufficient. Therefore, a much larger value for 
this parameter is recommended. 

Plug-In Module Options 

Table 6 lists the recommended module option settings to use with the VMware plug-in. 
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Table 6) Snap Creator VMware plug-in settings. 

Parameters Setting Description 

APP_NAME vibe This setting determines which plug-in will be used. To 

use the VMware plug-in, set this value to vibe. 

APP_IGNORE_ERROR N This parameter tells Snap Creator not to exit when the 
plug-in encounters an error. 

APP_DEFINED_RESTORE Y The VMware plug-in uses its own restore function. The 
value for this parameter must be set for the restore 
function to be called properly. If the configuration file is 
created with the GUI, this value is set automatically. 

APP_AUTO_DISCOVERY Y The VMware plug-in uses its own discovery function. 
The value for this parameter must be set for the 
restore function to be called properly. If the 
configuration file is created with the GUI, this value is 
set automatically. 

APP_CONF_PERSISTENCE Y If APP_AUTO_DISCOVERY=Y, then configuration 

variables can be automatically updated in the 
configuration file (this is required by the VMware plug-
in). If the configuration file is created with the GUI, this 
value is set automatically. 

Creating Configuration File for vSphere Using the CLI 

A configuration file can be created manually by using the CLI. To create a configuration file through the 

CLI, complete the following steps: 

1. Create a new profile to contain the configuration file. A profile is essentially a subdirectory that 

contains the configuration file. New profiles should be created under the configs directory:  

/path/to/scServer_v<#>/configs 

Note: NetApp recommends naming the profile after the host or application being backed up. 

2. After the new profile is created, copy the default template from the default profile to the newly 

created profile. The default configuration file is named default.conf and is located in the 

following location:  

/path/to/scServer_v<#>/configs/default/default.conf 

3. Rename the default.conf file. If only one configuration file will be created in this profile, use the 

same name as the profile name. For example, if the profile name is vmware_profiles, then name 

the configuration file vmware_backup.conf.  

4. Edit the configuration file using a text editor. 

Creating Configuration File for vSphere Using the GUI 

Snap Creator features an easy-to-use GUI. The GUI includes a wizard that simplifies the process of 

creating a configuration file. To create a configuration file by using the GUI, complete the following steps: 

Note: The variables in this provisioning procedure are just examples. When creating a configuration file, 
verify that the settings are correct for the environment. 

1. Launch the Snap Creator GUI. A configuration file can also be created with a text editor, but NetApp 
recommends generating configuration files through the GUI so that parameters can be validated as 
they are entered. 
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2. Click the  icon in the Management Configurations window to create a new profile.  

Note: A tool tip is displayed with the  icon. 

 

3. A dialog box appears that requests the name of the new profile. In this example, the profile name is 

vsphere_backups. Click OK. 

 

4. In the Backup Profiles pane, the new profile is now listed. Right-click the profile and click New 
Configuration to create a new configuration file. 

 

5. The Snap Creator Framework configuration wizard appears. Click Next. 
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6. Define the configuration name. Options are available for enabling password encryption, using a 
proxy, or selecting advanced options. By default, password encryption is enabled to prevent 
passwords from being displayed in clear text in the configuration. The Use Proxy option should be 
selected only when a network proxy is in use. Do not select Advanced Options. In this example, the 

selected configuration name is vm_backup. Click Next. 
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Note: The wizard displays a tool tip when the cursor is positioned over the options. These tool tips 
are available on all options and are helpful when setting the variables. 

7. Select the VMware vSphere plug-in. Click Next. 
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8. Select a backup type. The Snap Creator framework provides two types of consistent backup: a 
standard backup within a vSphere environment and an application-consistent backup in addition to 
the vSphere backup. In this example, a VM-consistent backup is created. More complex Snap 
Creator framework configurations might include quiescing and unquiescing applications within a VM. 
For more information, refer to the Snap Creator Communities site. Click Next. 

https://communities.netapp.com/community/products_and_solutions/databases_and_enterprise_apps/snapcreator
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9. For VMware vSphere backups, enter the IP address, user name, and password associated with the 
vCenter server. Click Next. 
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10. After authentication, the wizard presents a list of datastores and VMs. Select the datastores or VMs 
to back up. Click Next. 

Note: By selecting the VM, the datastore does not need to be selected separately.  

 

11. Enter the local agent configuration settings.  

a. The IP address can be local host (127.0.0.1) if the agent is running on the local server, or it can 
be the IP address of the server that is running Snap Creator.  

b. The port number is 9090 or the value entered during the installation process.  

c. Set a large value for the timeout option, preferably one greater than 600 seconds to allow longer 
restore operations to complete correctly. In this example, the timeout value is set to 1800 
seconds (30 minutes).  

d. Click Test agent connection. 
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12. If the agent connection is working, a confirmation message appears. If the message does not appear 
or an error occurs, verify that the agent service is running on the local Windows Server. After 
confirming that the agent is running properly, click OK, and then click Next. 

 

13. Provide the controller login credentials. Enter the storage controller system name or IP address, the 
user with the appropriate role for Snap Creator and its associated password, and the transport 
method. Click Next. 

Note: The Windows Server running Snap Creator framework must be able to reach the storage 
controller on the IP address listed. If the controller is configured to use only secure protocols, 
select HTTPS as the transport method. Later in the procedure, additional storage controllers 
can be added.  
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14. If the storage controller is running clustered Data ONTAP , enter the cluster IP address, user name, 
and password. Click Next. 
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15. Provide Snapshot copy information and click Next. The following example illustrates the settings for 
a Snapshot copy: 

 Name: vapp_backup (this name is based on the configuration name and on the policy name) 

 Policy: daily 

 Policy retention: keep seven Snapshot copies 

 Policy retention age: 14 days 

 Naming convention: based on most recent Snapshot copy 

Note: NetApp recommends selecting Recent for Naming Convention if multiple VMs across multiple 
storage controller volumes are being backed up.  

16. Click Next. 

 

17. Determine the settings for Data Protection. An option is also available to trigger a replication after 
the Snapshot copy backup has completed. If SnapMirror or SnapVault is configured for the volumes 
associated with the VMware datastores that are being backed up, the Snap Creator framework 
triggers a SnapMirror and/or a SnapVault update operation after the backup workflow is completed. 
Make a selection, if applicable, and then click Next. 
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18. Set the integration with Operations Manager or Protection Manager. Enter the Operations Manager 
host, user name, password, and port information to send Operations Manager alerts when backups 
are completed. If Protection Manager is in use, select Protection Manager. Click Next. 

 



76 VMware vSphere 5 on NetApp Clustered Data ONTAP 8.1 

19. If Protection Manager is selected, a new Protection Manager dataset is created (existing ones 
cannot be used). Place the appropriate resource pools with vSphere data into the newly created 
dataset and define the protection policy to use. 

 

20. The Summary window lists all of the settings that have been selected so far. Click Finish to create 
the configuration file.  

21. After the configuration file is created, close the configuration tab. Click the refresh icon  under 

Backup Profiles. Reopen the vm_backup configuration by clicking the configuration file name in 

Backup Profiles. 

22. Review all the settings in the Management Configurations page for completeness. If VMs are stored 
across multiple NetApp storage controllers, click the plus button in the Configuration window under 
Filer Login Credentials to add new controllers and credentials as needed. 

Best Practices 

 NetApp recommends naming the profile after the host or application being backed up. 

 NetApp recommends generating configuration files through the GUI so that parameters can be 
validated as they are entered. 

 Placing the mouse over different areas within the GUI exposes helpful tool tips for the various 
features. 

4.7 Configuring the vSphere 5 Plug-In for Snap Creator  

By leveraging the native VMware snapshot functionality to put a VM into a quiesced state, the Snap 

Creator plug-in for VMware vSphere can be used to orchestrate an array-based NetApp Snapshot copy 

that is VM consistent. This plug-in is supported on Windows. Snap Creator framework and the VMware 

vSphere plug-in are fully supported by NetApp Global Services. 



77 VMware vSphere 5 on NetApp Clustered Data ONTAP 8.1 

The Snap Creator plug-in for VMware vSphere is supported for all the latest VMware versions of vSphere 

(including vSphere 5.0). For information on supported products, refer to the NetApp Interoperability Matrix 

Tool.  

Table 7 contains the feature matrix for the different Snap Creator versions. 

Table 7) Snap Creator 3.x plug-in for VMware vSphere feature matrix. 

Feature Snap Creator 
3.5 

Snap Creator 
3.4 

Snap Creator 3.3 
and Earlier 

NFS datastore support Yes Yes No 

VMFS datastore support Yes Yes No 

Support for vFiler connectivity Yes No No 

Support for Windows Yes Yes No 

Support for Linux Yes No No 

Clustered Data ONTAP support Yes No No 

Metadata (VM still exists) restore support Yes Yes No 

No metadata (VM does not exist) restore support No No No 

Note: The VMware vSphere plug-in is not included in Snap Creator versions earlier than version 3.4. 

Backup Operations 

The backup mode of the VMware vSphere plug-in works by performing a discovery operation in the 

vSphere environment and collecting the set of objects selected for backup according to the parameters 

defined in the Snap Creator configuration file. All vSphere datastores containing VMs to be backed up are 

resolved to the NetApp volumes they represent. Next, each VM is placed in a quiesced state by creating 

a native VMware snapshot of the VMs. After all VMware snapshots are made, a NetApp Snapshot copy 

of the storage controller volumes is created. Finally, all VMware snapshots are removed as part of the 

unquiesce operation. 

In summary, the Snap Creator plug-in for VMware vSphere performs the following steps to complete the 

backup process: 

1. Snap Creator discovers the VMs in the vSphere environment. 

2. Snap Creator collects all datastores used by the VMs being backed up. 

3. Snap Creator directs vSphere to create VM snapshots of the VMs being backed up. 

4. Snap Creator creates NetApp Snapshot copies of the volumes representing the datastores. 

5. Snap Creator directs vSphere to remove all VMware snapshots of the VMs being backed up. 

Note: For environments that do not require VMware snapshot consistency, the VIBE_NOSNAP option 
can be set to N in the Snap Creator configuration file to bypass this option. 

Restore Operations 

Restore operations for vSphere are more extensive, because the restore process for a VM depends on 

the datastore type that is in use. VMFS datastores are SAN based and use the iSCSI or FC protocol; NFS 

datastores are NAS based and use the NFS protocol. The difference between the two types of datastore 

amounts to how the environment is set up before VM files are restored. VMs on NFS datastores can only 

be restored to NFS datastores, and VMs on VMFS datastores can only restored to VMFS datastores. 
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Restore Operations for NFS 

Restores of VMs on NFS datastores involve the same discovery process as backup operations. After 

datastore information is collected, the VMs are powered off, and a NetApp single-file SnapRestore 

operation is performed on all VM files contained in the Snapshot copy. If a VM file does not exist, it is 

restored to the active file system. If the VM file does exist, it is overwritten by the file in the Snapshot 

copy.  

After all VM files are completely restored, a RevertToCurrentSnapshot() task is performed on the VM, 

bringing its state back to when the VMware snapshot was created. Finally, the VMs are powered back on, 

and the restore operation is complete. 

In summary, the Snap Creator plug-in for VMware vSphere performs the following steps to complete the 

restore process for NFS datastores: 

1. Snap Creator discovers the VMs in the vSphere environment. 

2. Snap Creator collects all datastores used by the VMs being restored. 

3. Snap Creator identifies the storage controller files associated with the VMs in the NetApp Snapshot 
copy. 

4. Snap Creator powers off the VMs (if applicable). 

5. Snap Creator performs a single-file SnapRestore operation on the files associated with the VMs in 
the NetApp Snapshot copy to the active file system. 

6. Snap Creator reverts the VM to the VMware snapshot. 

7. Snap Creator powers on the VMs (if applicable). 

8. The restore process is complete. 

Note: VMs that are not powered on during the restore operation will not be powered on when the 
restore is completed.  

Restore Operations for VMFS 

Restores on VMFS datastores involve the same discovery process as backup operations. After datastore 

information is collected, the VMs are powered off. If FlexClone technology is licensed on the storage 

controller, a FlexClone volume hosting the VMware LUN is created from the NetApp Snapshot copy. If 

FlexClone technology is not licensed, a LUN clone is created from the Snapshot copy.  

The new backup LUN is then brought online and mapped to the same ESXi host that is mounting the 

original VMFS datastore. A discovery of new ESXi host bus adapters (HBAs) and LUNs is performed, and 

the backup LUN is mapped to a new VMware UUID and mounted as a new VMFS datastore. The 

CopyDatastoreFile() task in the vSphere API is invoked to copy the VM directory from the backup VMFS 

datastore to the original VMFS datastore.  

After all VM files are copied, the backup VMFS datastore is unmounted, and the FlexClone volume (or 

LUN clone) is offlined and deleted. A discovery of ESXi HBAs and LUNs is performed to clear the VMFS 

datastore state, and a RevertToCurrentSnapshot() task is performed on the VM, bringing its state back to 

when the VMware snapshot was created. Finally, the VM is powered back on, and the restore operation 

is complete. 

In summary, the Snap Creator plug-in for VMware vSphere performs the following steps to complete the 

restore process for VMFS datastores: 

1. Snap Creator discovers the VMs in the vSphere environment. 

2. Snap Creator collects all datastores used by the VMs being restored. 

3. Snap Creator identifies the storage controller files associated with the VMs in the NetApp Snapshot 
copy. 

4. Snap Creator powers off the VMs (if applicable). 
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5. Snap Creator creates a FlexClone volume with the VMware LUN (or uses a LUN clone if FlexClone 
technology is not licensed). 

6. Snap Creator maps and mounts the LUN to the ESXi host. 

7. Snap Creator performs a CopyDatastoreFile() task to copy the VM from the backup VMFS datastore 
to the active datastore. 

8. Snap Creator reverts the VM to a VMware snapshot. 

9. Snap Creator powers on the VMs (if applicable). 

10. The restore process is complete.  

Note: VMs that are not powered on during the restore operation will not be powered on when the 
restore is completed.  

Snap Creator Restore Considerations 

Snap Creator 3.5 requires that all original VMs exist in vSphere when a restore is initiated. Future 

versions might remove this requirement. 

Licensing Considerations for Snap Creator 

Snap Creator may use the licenses in Table 8. 

Table 8) Snap Creator licenses. 

License Use 

FlexClone FlexClone technology is used in the restore process if a FlexClone 
license is available. 

SnapRestore SnapRestore technology is used in some restores if a SnapRestore 
license is available. Clustered Data ONTAP 8.1 (or later) does not 
require a SnapRestore license. 

Table 9 shows the use cases for the Snap Creator 3.x plug-in for VMware vSphere. 

Table 9) Use cases for the Snap Creator 3.x plug-in for VMware vSphere. 

Use Case Procedure Name 

One or more VMs must be 
backed up through the GUI. 

Backing Up VMs Using the GUI 

One or more VMs must be 
backed up through the CLI. 

Backing Up VMs Using the CLI 

One or more VMs must be 
restored through the GUI. 

Restoring VMs Using the GUI 

One or more VMs must be 
restored through the CLI. 

Restoring VMs Using the CLI 

Backing Up VMs Using the GUI 

To start a VM backup from the Snap Creator GUI, complete the following steps: 

Note: Refer to the provisioning procedures for instructions on how to create a configuration in Snap 
Creator. 

1. Click Action and select Snapshot. The following example illustrates the options available from the 
Action menu. 
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2. Select the same policy that was used to create the configuration file. The User Defined Var setting is 
used to modify the default naming scheme for the Snapshot copies. If this is the first time that a 
backup has been created with the configuration file, select Debug Mode to see the output during the 
backup job. Click OK to start the backup job. 

 

3. In the Console pane at the bottom of Management Configurations, the debug output shows the 
status of the backup operation. Because an agent is used, each phase of the backup needs to be 
completed before the log results are returned. The following example illustrates the debug output in 
the Console pane. 
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4. If the backup operation completes successfully, the following message is displayed. 

[date] DEBUG: Exiting with error code - 0 

5. If a nonzero error code is listed, look for red error messages in the Console output to see what the 
error condition is. For information on specific error messages and their causes, refer to the Snap 
Creator Framework 3.5 Installation and Administration Guide. 

6. If the backup is successful, review the set of Snapshot copies on the volumes of the NetApp 
controllers in which the VMs are stored. If new Snapshot copies are created and their timestamps 
match, then the backup is working as expected. If Snapshot copies do not exist, review the Snap 
Creator framework logs to see where the Snapshot copies were created. Correct the configuration 
file to reflect the correct storage controllers and/or vCenter servers. 

Backing Up VMs Using the CLI 

A VM backup process can be completed through the Snap Creator CLI. The CLI backup process is 

noninteractive for the VMware vSphere plug-in. 

To start a VM backup from the CLI, complete the following steps: 

1. Initiate the CLI command for backup. 

snapcreator.exe --action snap --profile vmware_profile --policy daily --config vmware_config 

Where: 

 --action snap indicates the action that will be taken. In this example, a backup will be performed, 
so snap is specified. 

 --profile vmware_profile indicates the name of the profile that will be used. In this example, the 
profile name is vmware_profile. 

 --policy daily indicates the policy that will be used. In this example, the policy is daily. 

 --config vmware_config indicates that the vmware_config configuration file will be used. 

2. After the backup is completed, verify the exit code (zero or nonzero). Alternatively, the logs for the 
backup operation can be checked to determine if the backup process was successful. 

Note: NetApp recommends using the --verbose and --debug options to monitor the job and 
determine what activities are taking place during the backup process. 

Restoring VMs Using the GUI 

To restore VMs from the Snap Creator GUI, complete the following steps. 

1. Click Action  and select Restore. The example illustrates the options available from the Action 
menu. 
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Note: NetApp recommends creating a backup before starting a restore, when possible. 

2. If global configuration files are in use, select the Global option. Click OK. 

 

3. The previous step launches the restore wizard. Click Next to continue. 



83 VMware vSphere 5 on NetApp Clustered Data ONTAP 8.1 

 

4. Enter the restore parameters. Because the information for most fields is automatically stored in the 
configuration file, options can be selected for Controller Name, Restore Volume Name, Policy, 
Restore Snapshot Name, and Restore Type from the drop-down lists. Click Next. 
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5. In the Console pane at the bottom of Management Configurations, the debug output shows the 
status of the restore operation. Because an agent is used, each phase of the restore must be 
completed before the log results are returned. The following example illustrates the debug output in 
the Console pane. 

 

6. If the restore operation completes successfully, the following message is displayed. 

[date] DEBUG: Exiting with error code - 0 

7. If a nonzero error code is listed, look for red error messages in the Console output to see what the 
error condition is. For information on specific error messages and their causes, refer to the Snap 
Creator Framework 3.5 Installation and Administration Guide. 

8. If the restore is successful, verify that the VM is available and that the files contained within the VM 
are returned to their proper state, presuming the VM is powered on after the restore is complete. 

Restoring VMs Using the CLI 

A VM restore can be completed through the Snap Creator CLI. The CLI restore process is noninteractive 

for the VMware vSphere plug-in. 

To restore a VM from the CLI, complete the following steps. 

1. Initiate the CLI command for restore. 

Note: NetApp recommends creating a backup before starting a restore, when possible. 

snapcreator.exe --action restore --profile vmware_profile --policy daily --config vmware_config -

-snap_name vmware_config-daily_20111023153023 

Where: 

 --action restore indicates the action that will be taken. In this example, a restore will be 
performed. 

 --profile vmware_profile indicates the name of the profile that will be used. In this example, the 
profile name is vmware_profile. 

 --policy daily indicates the policy that will be used. In this example, the policy is daily. 

 --config vmware_config indicates that the vmware_config configuration file will be used. 

 --snap_name restore_snap_name indicates the name of the Snapshot copy to use for the restore 
process (the Snapshot copy that has the consistent VM backup). The Snapshot copy name in this 
example is vmware_config-daily_20111023153023. 

2. Once the restore is completed, verify the exit code (zero or nonzero). Alternatively, the logs for the 
restore operation can be checked to determine if the restore process was successful. 
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Note: NetApp recommends using the --verbose and --debug options to monitor the job and 
determine what activities are taking place during the restore process. 

5 Site-to-Site Replication and Disaster Recovery 

The need for an integrated disaster recovery plan is a high priority for a significant number of NetApp 

customers. By following the workflow in this section, you will be able to provide a replicated environment 

that can meet these disaster recovery needs. 

5.1 vSphere Site Failover  

Overview 

This methodology can be used as a means to protect VMs hosted on VMware vSphere and stored within 

datastores hosted by clustered Data ONTAP. The methodology can be used with either NFS-based or 

VMFS-based datastores. 

While products such as VMware Site Recovery Manager are available to completely automate the testing 

and actual failover workflows for disaster recovery, this manual methodology is intended to be used in 

implementations where an automated method is not available. 

The methodology consists of a protected site installation including the VMware vSphere suite and a Data 

ONTAP cluster. A similar configuration is required at the recovery site. NetApp SnapMirror is configured 

to replicate NFS datastore volumes and VMFS datastore LUNs from the protected site to the recovery site 

over an IP network. 

Figure 22) Overview of a site failover using NFS. 
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Figure 23) Overview of a site failover using VMFS. 

 

As part of the failover process, the SnapMirror copy is broken, making the destination writable. The newly 

writable volumes are attached to the ESXi infrastructure as either NFS volumes or VMFS LUNs. VMs are 

then imported into the infrastructure, powered on, and customized as necessary. 

Best Practices 

 Special consideration must be given to any LUNs that are mounted direct to guest using iSCSI 
software initiators within VMs. The volumes containing these LUNs must also be replicated to the 
recovery site, and LUNs must be reconnected to the guest VMs when they are brought up at the 
recovery site. 

 Active Directory
®
 must be replicated to the recovery site and outside of the storage-based 

replication. 

 The recovery site must have VM networks in place to which the VM network interfaces can attach. 

5.2 Site Failover Configuration Using VMFS Datastores 

To configure site failover when using VMFS datastores, complete the following procedures. 

Table 10) Site failover configuration using VMFS datastores. 

Use Case Procedure 

Failover to secondary cluster in the event of 
primary site failure 

 Checking SnapMirror Status 

 Breaking SnapMirror 

 Mounting LUNs to Secondary ESXi Servers 

 Adding VMs to Inventory 

Checking SnapMirror Status 

To check SnapMirror status, complete the following step: 
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1. Use the snapmirror show command to check the status of the SnapMirror relationship. 

cluster02::> snapmirror show 

 

Sourcef           Destination  Mirror        Relationship  Total  

Path          Type  Path         State         Status        Progress   Healthy 

------------- ---- ------------ ------------- -------------- ---------- ------- 

cluster01://vs1/vol1  

              DP   cluster02://vs2/vol2  

                                Snapmirrored  Idle           -          true 

Breaking SnapMirror 

To break SnapMirror, complete the following steps: 

1. Execute the snapmirror break command to break the SnapMirror relationship and make the 

destination read-write. 

cluster02::> snapmirror break -destination-path cluster02://vs2/vol2 

[Job 23] Job succeeded: SnapMirror: done   

2. Verify that the mirror state is now ―broken-off.‖ 

cluster02::> snapmirror show 

 

Source              Destination  Mirror        Relationship  Total  

Path          Type  Path         State         Status        Progress   Healthy 

------------- ---- ------------ ------------- -------------- ---------- ------- 

cluster01://vs1/vol1  

              DP   cluster02://vs2/vol2  

                                Broken-off    Quiesced       -          - 

3. Verify that the volume status is now read-write. 

cluster02::> volume show vol2 

 

Vserver   Volume       Aggregate    State      Type       Size  Available Used% 

--------- ------------ ------------ ---------- ---- ---------- ---------- ----- 

vs2       vol2         aggr0        online     RW        500GB     5.99GB   98% 

4. Verify that the LUN is now online. 

cluster02::> lun show -volume vol2 

 

Vserver   Volume     Qtree      LUN        State   Mapped   Type        Size 

--------- ---------- ---------- ---------- ------- -------- -------- -------- 

vs2       vol2       ""         lun0       online  unmapped vmware    400.0GB 

5. Map the LUN to the igroup for the ESXi servers. 

cluster02::> lun map -volume vol2 -lun lun0 -igroup esxi 

Mounting LUNs to Secondary ESXi Servers 

To mount LUNs to secondary ESXi servers, complete the following steps: 

1. In the VSphere Client, rescan the storage adapters by selecting Rescan All. 
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2. Specify Disk/LUN as the storage type. 

 

3. Select the mirrored LUN that was mirrored from the primary site. 
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4. Select the option to keep the existing signature. 

 

5. Review the disk layout and click Finish. 

 

Adding VMs to Inventory 

To add VMs to the inventory, complete the following steps: 

1. Right-click the new datastore and select the Browse Datastore option. 
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2. Right-click the VM’s .vmx file and select Add to Inventory. 

 

3. Using the VSphere Client, right-click the VM and select Edit Settings. 
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4. Select a network connection that is appropriate for the current location of the VM. 

 

5. Right-click the VM and select the option to power on the VM. 

 

6. Using the VSphere Client, connect to the VM console and log in. 
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7. Make any necessary changes to the VM’s IP address using steps appropriate for the operating 
system the VM is running. 

8. If necessary, reconnect any LUNs that were direct-to-guest mounted to the VM using iSCSI software 
initiators using steps appropriate for the operating system the VM is running. 

9. Repeat steps 1 through 8 for each VM in the datastore. 

5.3 Site Failover Configuration Using NFS Datastores 

To configure site failover when using NFS datastores, complete the following procedures. 

Table 11) Site failover configuration using NFS datastores. 

Use Case Procedure 

Failover to secondary cluster in the event of 
primary site failure 

 Checking SnapMirror Status 

 Breaking SnapMirror 

 Mounting Volumes to Secondary ESXi Hosts 

 Adding VMs to Inventory 

Checking SnapMirror Status 

To check SnapMirror status, complete the following step: 

1. Use the snapmirror show command to check the status of the SnapMirror relationship. 

cluster02::> snapmirror show 

 

Source              Destination  Mirror        Relationship  Total  

Path          Type  Path         State         Status        Progress   Healthy 

------------- ---- ------------ ------------- -------------- ---------- ------- 

cluster01://vs1/vol1  

              DP   cluster02://vs2/vol2  

                                Snapmirrored  Idle           -          true 

Breaking SnapMirror 

To break SnapMirror, complete the following steps. 

1. Execute the snapmirror quiesce command to prevent further updates. 

cluster02::> snapmirror quiesce -destination-path cluster02://vs2/vol2 

[Job 22] Job succeeded: SnapMirror: done 



93 VMware vSphere 5 on NetApp Clustered Data ONTAP 8.1 

2. Execute the snapmirror break command to break the SnapMirror relationship and make the 

destination read-write. 

cluster02::> snapmirror break -destination-path cluster02://vs2/vol2 

[Job 23] Job succeeded: SnapMirror: done   

3. Verify that the mirror state is now ―broken-off.‖ 

cluster02::> snapmirror show 

 

Source              Destination  Mirror        Relationship  Total  

Path          Type  Path         State         Status        Progress   Healthy 

------------- ---- ------------ ------------- -------------- ---------- ------- 

cluster01://vs1/vol1  

              DP   cluster02://vs2/vol2  

                                Broken-off    Quiesced       -          - 

4. Verify that the volume status is now read-write. 

cluster02::> volume show vol2 

 

Vserver   Volume       Aggregate    State      Type       Size  Available Used% 

--------- ------------ ------------ ---------- ---- ---------- ---------- ----- 

vs2       vol2         aggr0        online     RW        500GB     5.99GB   98% 

Mounting Volumes to Secondary ESXi Hosts 

To mount volumes to secondary ESXi hosts, complete the following steps: 

1. From the VSphere Client, launch the Add Storage wizard. 

 

2. Specify Network File System as the storage type. 
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3. Specify the server, folder, and datastore name for the desired volume. 

 

4. Review the wizard summary page and click Finish. 



95 VMware vSphere 5 on NetApp Clustered Data ONTAP 8.1 

 

5. Repeat steps 1 through 4 for each physical ESXi host in the cluster. 

Adding VMs to Inventory 

To add VMs to the inventory, complete the following steps: 

1. Right-click the new datastore and select the Browse Datastore option. 

 

2. Right-click the VM’s .vmx file and select Add to Inventory. 
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3. Using the VSphere Client, right-click the VM and select Edit Settings. 

 

4. Select a network connection that is appropriate for the current location of the VM. 
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5. Right-click the VM and select the option to power on the VM. 

 

6. Using the VSphere Client, connect to the VM console and log in. 
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7. Make any necessary changes to the VM’s IP address using steps appropriate for the operating 
system the VM is running. 

8. If necessary, reconnect any LUNs that were direct-to-guest mounted to the VM using iSCSI software 
initiators using steps appropriate for the operating system the VM is running. 

9. Repeat steps 1 through 8 for each VM in the datastore. 

6 Data Center Networking 

When building a house, the most important and often unseen part of that house is the foundation upon 

which it rests. Building out a solid, robust, secure, and reliable network to act as a foundation for your 

data center is of the utmost importance. It is also one of the most overlooked layers of a data center, and 

too often shortcuts are taken with networking. To make sure that the foundation of your virtual data center 

is strong, these types of shortcuts should be avoided at all costs. 

This section contains information about: 

 Creating and configuring virtual ports and networks in vSphere 

 Creating and configuring virtual ports on storage controllers and building a private, nonroutable 
storage network 

 Clustered Data ONTAP networking 

 Benefits and caveats of each of the storage transport protocols 

 End-to-end network configuration from the VM to the storage controller and everything in between 

6.1 Basic Networking  

VMware vSphere provides virtual networking technology that connects virtual entities, such as VMs and 

the ESXi hypervisor virtual ports known as VMkernel ports, to each other and to physical network 

interface cards (NICs) connected to physical networks. The core of virtual networking is the vSwitch, as 

shown in Figure 24. VMs are connected in sets through VM port groups. VMkernel ports are used for: 

 Management of the ESXi host (vSphere Client, vCenter connections, and SSH) 

 ESXi NFS, software iSCSI, and software FCoE storage networking 

 vMotion 

 Fault tolerance logging 
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Figure 24) vSphere standard vSwitch. 

 

To use IP storage (NFS and/or iSCSI) with ESXi, the following are required: 

 vSwitch with at least one physical adapter (vmnic) connected to the network to which the NetApp 
storage is connected 

 VMkernel port with IP address and subnet mask 

Additional settings that can be used for storage networking include: 

 VLAN 

 MTU (for jumbo frames) 

 Default gateway, if resources are to be accessed on subnets other than those to which the server is 
directly connected 

 NIC teaming policy settings 

 iSCSI port binding 

 Flow control 

There are three types of vSwitches available with vSphere: 

 Standard vSwitch 

 Distributed vSwitch 

 Cisco Nexus
®
 1000-V 

Note: Although all of these can be used for storage networking, this document focuses primarily on the 
standard vSwitch. 

6.2 Clustered Data ONTAP Networking Concepts 

The physical interfaces on a node are referred to as ports. IP addresses are assigned to LIFs. LIFs are 

logically connected to a port in much the same way as VM virtual network adapter and VMkernel ports 

connect to physical adapters, except without the constructs of virtual switches and port groups. 

Physical ports may be grouped into interface groups. VLANs can be created on top of physical ports or 

interface groups. LIFs can be associated with a port, interface group, or VLAN. 
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Figure 25) Ports and LIFs simple example. 

 

Figure 26) Ports and LIFs advanced example. 

 

LIFs and ports have roles, akin to the difference between a VM port group and VMkernel ports used for 

management, storage, vMotion, and fault tolerance. Roles include cluster or node management, cluster 

(for traffic between nodes), intercluster (for SnapMirror replication to a separate cluster), and data. 

From a solution perspective, data LIFs are further classified by how they are used by the servers and 

applications and whether they are on private nonroutable networks, corporate internal routable networks, 

or a DMZ. The NetApp cluster connects to these various networks using data ports, and the data LIFs 

must use specific sets of ports on each node for traffic to be routed properly. 

Some LIFs, such as cluster management and data LIFs for NFS and CIFS, can fail over between ports 

within the same node or between nodes so that if a cable is unplugged or a node fails, traffic continues to 

flow without interruption. Failover groups are used to control to which ports a LIF may fail over. If failover 

groups are not set up or are set up incorrectly, LIFs can fail over to a port on a wrong network and cause 

connectivity to be lost. 
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Figure 27) Failover groups. 

 

Best Practices 

 All data ports should be members of an appropriate failover group.  

 All data LIFs should be associated with the appropriate failover group. 

 To keep network connectivity as standardized as possible, use the same port on each node for the 
same purpose. 

6.3 10 Gigabit Ethernet 

NetApp Data ONTAP and VMware vSphere both provide support for 10 Gigabit Ethernet (10GbE). An 

advantage of 10GbE is the ability to reduce the number of network ports in the infrastructure, especially 

for blade servers. To verify support for your hardware and its use for storage I/O, refer to the VMware 

Compatibility Guide. FCoE requires 10GbE equipment that conforms to Data Center Bridging standards. 

6.4 Maintaining a Separate Storage Network 

NetApp recommends that storage network traffic be separated from other networks. A separate network 

can be achieved by using separate switches or by creating a VLAN on shared switches. This network 

should not be routable to other networks. If switches are shared with storage and other traffic, it is 

imperative to make sure that switches have adequate bandwidth to support the combined traffic load. 

While the storage VLAN should not be routable, other VLANs such as for management or VM traffic on 

the same switches can be routable. VLANs allow multiple network functions to share a small number of 

high-speed network connections such as 10GbE. 
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Figure 28) VLANs carrying VMkernel storage and management and VM traffic. 

 

In ESXi, VLANs can be assigned to VM port groups and VMkernel ports. 

In clustered Data ONTAP, VLAN interfaces are created on top of ports or interface groups. When VLANs 

are used, LIFs are usually associated with a VLAN interface. 

6.5 Overview of Jumbo Frames 

Jumbo frames are a technology that uses larger Ethernet packets to reduce the ratio of packet overhead 

to payload. The default Ethernet frame size or maximum transmission unit (MTU) is 1,500 bytes. With 

jumbo frames MTU is typically set to 9,000 on end nodes such as servers and storage and to a larger 

value, such as 9,198 or 9,216, on the physical switches.  

Jumbo frames must be enabled on all physical devices and logical entities from end to end in order to 

avoid truncation or fragmentation of packets with the maximum size. Physical switches must be set to 

their maximum supported value, either as a global setting or policy option or on a port-by-port basis 

(including all ports used by ESXi and the nodes of the NetApp cluster) depending on the switch 

implementation. The MTU must also be set, and the same value must be used on the ESXi vSwitch and 

VMkernel port and on the physical ports or interface groups of each node. When problems occur, it is 

often because either the VMkernel or vSwitch was not set for jumbo frames.  

For VM guests needing direct access to storage through their own NFS or CIFS stack or iSCSI initiator, 

there is no MTU setting for the VM port group; however, MTU must be configured in the guest. 
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Figure 29) Jumbo frame MTU settings on VMkernel port, vSwitch, physical switches, and cluster node ports. 

 

Figure 30) vSwitch properties. 
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Figure 31) VMkernel port properties showing MTU. 

 

6.6 Flow Control Overview  

Modern network equipment and protocols generally handle port congestion better than in the past. While 

NetApp had previously recommended flow control ―send‖ on ESXi hosts and NetApp storage controllers, 

the current recommendation, especially with 10GbE equipment, is to disable flow control on ESXi, 

NetApp FAS, and the switches in between. 

With ESXi 5, flow control is not exposed in the vSphere Client GUI. The ethtool command sets flow 

control on a per-interface basis. There are three options for flow control: autoneg, tx, and rx. tx is 

equivalent to ―send‖ on other devices.  

Note: With some NIC drivers, including some Intel
®
 drivers, autoneg must be disabled in the same 

command line for tx and rx to take effect. 

~ # ethtool -A vmnic2 autoneg off rx off tx off 

~ # ethtool -a vmnic2 

Pause parameters for vmnic2: 

Autonegotiate:  off 

RX:             off 

TX:             off 
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Figure 32) Flow control in Element Manager. 

 

6.7 Spanning Tree Protocol 

Spanning Tree Protocol (STP) is a network protocol that provides a loop-free topology for any bridged 

LAN. In the Open Systems Interconnection (OSI) model for computer networking, STP falls under the OSI 

layer 2. STP allows a network design to include spare (redundant) links to provide automatic backup 

paths if an active link fails, without the danger of bridge loops or the need to manually enable or disable 

these backup links. Bridge loops must be avoided, because they flood the network. 

When connecting ESXi and NetApp storage arrays to Ethernet storage networks, NetApp recommends 

configuring the Ethernet ports to which these systems connect either as Rapid Spanning Tree Protocol 

(RSTP) edge ports or by using the Cisco
®
 feature portfast. If your environment uses the Cisco portfast 

feature and you have 802.1Q VLAN trunking enabled to either the ESXi server or the NetApp storage 

arrays, NetApp recommends enabling the spanning tree portfast trunk feature. 

When a port is configured as an edge port on an RSTP-enabled switch, the edge port immediately 

transitions its forwarding state to active. Ports that connect to other switch ports should not be configured 

with the edge port or portfast feature. 

6.8 Improving Network Performance and Redundancy with Link Aggregation 

Link aggregation, standardized originally under IEEE 802.3ad but now as 802.1AX, refers to using 

multiple physical network connections to create one logical connection with combined throughput and 

improved redundancy. There are many implementations and names for implementations of link 

aggregation. In vSphere, it is referred to as NIC teaming. Cisco trademarked the term EtherChannel. The 

NetApp implementation is called interface groups, or ifgrp for short. Prior to Data ONTAP 8.0, it was 

known as virtual interfaces, or VIFs. Other implementations might refer to bonding or trunking, although 
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trunking has a different meaning in Cisco technology, referring instead to carrying multiple tagged VLANs 

on a link or channel between two switches. The term load balancing is also used in conjunction with link 

aggregation. In practice, the loads are usually not symmetrically balanced between links in a team, 

although multiple links can carry traffic. 

Not all link aggregation implementations are alike or offer the same features. Some only offer failover 

from one link to another in the event of failure of one link. More complete solutions offer actual 

aggregation where traffic can flow on two or more links at the same time. There is also the Link 

Aggregation Control Protocol (LACP), which allows devices to negotiate the configuration of ports into 

bundles. Failover-only configurations generally require no special capability or configuration of the 

switches involved. Aggregation configurations require compatible switches with the sets of ports 

configured for link aggregation. 

Figure 33) Simple link aggregation. 

 

vSphere standard vSwitches offer four implementations of NIC teaming, as described in Table 12. 

Table 12) vSphere NIC teaming options. 

Teaming 
Policy 

Failover Aggregation Switch Configuration 
Required 

Packet Distribution 

Source virtual 
port ID 

Yes Yes* No Hash of internal virtual port ID of the VM 
or VMK on the vSwitch determines uplink 
used for all connections from that entity. 

IP hash Yes Yes Yes Hash of source and destination IP 
address determines uplink per source to 
destination connection. 

Source MAC 
hash 

Yes Yes* No Hash of MAC address of the VM or VMK 
on the vSwitch determines uplink used 
for all connections from that entity. 

Explicit failover 
order 

Yes No No Administrator specifies order in which to 
use uplinks. 

* Traffic from a single entity (VM or VMkernel) will only use one uplink NIC from the vSwitch unless that uplink 
fails, at which point the MAC and all traffic from that entity switch to another single uplink. Getting effective 
utilization of multiple links requires multiple entities sending traffic. 
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Figure 34) vSphere Client NIC teaming dialog and options. 

 

Note: Only IP hash is a true implementation of 802.3ad. Source port and source MAC only allow an 
individual entity to transmit over a single uplink. ESXi does not support LACP on standard 
vSwitches, but does on distributed vSwitches. 

NetApp interface groups are created on top of two or more ports. With ifgrps, the LIF is associated with 

the ifgrp rather than the underlying ports. There are three variations of igrps, which are compared in Table 

13. 

Table 13) Data ONTAP interface group types. 

Ifgrp Type Failover Aggregation Switch Configuration 
Required 

Packet Distribution 

Single mode Yes No No Single active link  

Static 
multimode 

Yes Yes Yes IP, MAC, round robin, TCP/UDP port 
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Ifgrp Type Failover Aggregation Switch Configuration 
Required 

Packet Distribution 

Dynamic 
multimode 
(LACP) 

Yes Yes Yes IP, MAC, round robin, TCP/UDP port 

Note: NetApp recommends dynamic multimode if the switches support LACP. 

Figure 35) Interface group ports and MTU in System Manager. 

 

Early switch implementations of link aggregation only allowed ports of a single switch to be combined into 

a team, even on many stackable switches. More recent switches offer technology that allows ports on two 

or more switches to become a single team. Switches are connected to each other with interswitch links 

(ISLs), which can be GbE or 10GbE or proprietary cables. Table 14 is a partial list of vendors and 

switches that support link aggregation of ports on multiple switches. 

Table 14) Partial list of switch vendors and models offering link aggregation across multiple switches. 

Vendor Switch or 
Family 

Feature Name Notes 

Brocade VDX6700  Virtual Link Aggregation Group 
(vLAG) 
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Vendor Switch or 
Family 

Feature Name Notes 

Cisco Cisco 
Catalyst

®
 3750 

CrossStack EtherChannel  

Cisco Cisco Catalyst 
6500 

Multichassis EtherChannel 
(MEC) 

Requires Supervisor Engine 720 and 
VSS 1440 

Cisco Cisco Nexus Virtual Port Channel (vPC) A vPC combines two EtherChannels on 
two switches 

Nortel (Avaya) Various Split Multi-Link Trunking 
(SMLT) 

 

Figure 36) Link aggregation using two switches. 

 

Whether a single switch or pair of properly stacked switches is used, the configuration on the ESXi hosts 

and storage nodes is the same, because the stacking technology makes the two switches look like one to 

attached devices. 

Best Practices 

 Use switches that support link aggregation of ports on both switches. 

 Disable LACP for switch ports connected to ESXi and enable LACP for switch ports that are 
connected to NetApp storage nodes. 

 Use IP hash on ESXi and use dynamic multimode (LACP) with IP hash on NetApp storage nodes. 

Note: If your switches do not support link aggregation of ports on both switches, use virtual port or MAC 
routing in ESXi and single-mode ifgrps on the NetApp side. 

6.9 Basic Networking Roundup 

Table 15 provides a summary of network configuration items and where the settings are applied. 

Table 15) Applicability of network configuration. 

Item ESXi Switch Node Vserver 

IP address VMkernel No** No** Yes 

Link aggregation vSwitch Yes Yes No* 
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Item ESXi Switch Node Vserver 

VLAN VMkernel and 
VM port groups 

Yes Yes No* 

Flow control NIC Yes Yes No* 

Spanning Tree No Yes No No 

MTU/jumbo frames vSwitch and 
VMkernel port 
(9000) 

Yes (set to max) Yes (9000) No* 

Failover groups No No Yes (create) Yes (select) 

Routing (if used) VMkernel Yes (on router) No Yes 

* Vserver LIFs connect to ports, ifgrps, or VLAN interfaces that have VLAN, MTU, and other settings, but the 
settings are not managed at the Vserver level. 

** These devices do have IP addresses of their own for management, but these addresses are not used in the 
context of ESXi storage networking. 

Note that ―Yes‖ in the above table does not necessarily mean to enable the setting. ―Yes‖ means that the item 
(row) must be configured on the object or device (column) according to best practices in this document. ―No‖ 
means the item is not applicable to the device or object. 

Table 16) Software version prerequisites. 

Prerequisites 

NetApp clustered Data ONTAP 8.1 or higher 

NetApp OnCommand System Manager 2.0R1 or higher 

vSphere 5 including ESXi 5, vCenter 5, and vSphere client 

6.10 Using NetApp OnCommand System Manager to Set Up NFS and LIFs 

After the foundation of the core networking has been laid, the abstraction layers must be added. For 

Clustered Data ONTAP storage, these are the LIFs. Although LIFs can be created and managed through 

the command line, this document focuses on the NetApp OnCommand System Manager GUI. 

Note: System Manager 2.0R1 or later is required to perform these steps. 

After initial creation of a Vserver, the wizard moves on to a protocol setup step that features radio buttons 

to select and configure each protocol that was selected on the first Vserver creation screen. 

Best Practices 

NetApp recommends the following best practices for managing LIFs: 

 Each NFS datastore should have a single dedicated data LIF on the node that hosts the volume.  

 When a volume is moved to a different storage node, the data LIF for that volume must move to the 
same node.  

 When moving a data LIF, ensure it is moved to the correct port, ifgrp or VLAN, or the datastore will 
go offline. 

 Before you create a new volume, add a data LIF for that volume on the node that will host the 
volume. 

 



111 VMware vSphere 5 on NetApp Clustered Data ONTAP 8.1 

Authors’ Comments: That’s a Lot of LIFs 

In a dynamic clustered storage environment, workloads will change as business cycles flow and 

evolve. To meet, manage and balance these demands, it will become necessary to move volumes 

between nodes in the cluster. Ideally, traffic to a volume should flow directly from the network into the 

node hosting the volume. With some storage protocols, path selection and management can be 

automatic. With NFS v3 as currently implemented in ESXi 5.1, there is no path selection capability. As 

a result, the only practical way to keep the I/O direct to the node hosting the volume, is when the 

volume moves, move the LIF with it. In order for each volume to be able to move completely 

independently of any other, and allowing all volumes to have a direct I/O path, each volume used as an 

NFS datastore for ESXi needs its own LIF and associated IP address. 

6.11 Configuring LIFs for NFS Datastores 

To configure NFS on a new Vserver, complete the following steps: 

1. Prepare a set of IP addresses, subnet information, and a list of planned volumes and their containing 
aggregates and nodes. 

Table 17) Sample planning table for LIF configuration for NFS datastores. 

Datastore/Volume Aggregate Node Network 
Port 

LIF IP Address/Netmask 

infra n3a1 vice-03 a0a nfs1 172.1.2.104/255.255.255.0 

Software n2a1 vice-02 a0a nfs2 172.1.2.105/255.255.255.0 

test n4a1 vice-01 
(moves) 

a0a nfstest 172.1.2.106/255.255.255.0 

<future> <tbd> vice-01 a0a nfs3 172.1.2.107/255.255.255.0 

Note: Although LIFs are listed next to a datastore, that LIF might not be selected for that datastore by 
VSC. This is simply a method for planning the minimum number of LIFS for each node that 
contains datastores. 

2. Select NFS, and then click Next. 
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3. Add a LIF for each planned datastore on the node that owns the aggregate. 

4. Click Add. 

 



113 VMware vSphere 5 on NetApp Clustered Data ONTAP 8.1 

5. Select NFS for the protocol. Name the LIF according to the table of LIFs that you planned in step 1. 

6. Click Select. 

 

7. Expand the ports on the desired node and select the appropriate port, ifgrp, or VLAN interface, and 
then click OK. 

 

8. Enter the IP address and netmask. 

9. Clear the Gateway field if the LIF is on a private nonrouted network. 



114 VMware vSphere 5 on NetApp Clustered Data ONTAP 8.1 

10. Deselect the Allow management access over this interface checkbox, unless this LIF is routed to the 
management network and intended to be used for management of the Vserver. 

 

11. Click OK. 

12. Repeat steps 2 through 11 to create a LIF for each planned datastore on the correct node and port, 
and then click Next. 

 

13. Select NFS version 3 and deselect NFS versions 2 and 4, because ESXi 5 only supports NFS v3. 
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14. For Name Service, deselect NIS and leave Local Users selected. Then click Next. 
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15. The ESXi NFS client requires root access, so a root user and group must be created. You must add 
a group before you can add a user. Click Add group. 

 

16. Enter the name and ID for the group for root, and then click Add. The group name and ID are not 
critical, but they are typically root or daemon, and 0 or 1. 

 

17. Click Add user. 

18. Fill in root for user name, 0 for ID, select the group you created in step 16, and then click Add. 
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19. Verify that the complete root user and group resemble the following screenshot, especially the user 
ID for the root user. 

 

20. Click Next, review the summary screen, and then click Next again. 
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21. Click Close to complete the overall Vserver creation wizard, or select the next protocol to be 
configured. 

6.12 Creating Additional LIFs for NFS Datastores 

If additional LIFs are required that weren’t created during Vserver creation, complete the following steps 

to add more: 

1. In System Manager, select Vservers > <Vserver Name> > Configuration > Network Interfaces. 

 

2. Click Create, and then click Next. 
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3. Enter the name of the LIF. For Role, select Data, and then click Next. 

 

4. Select NFS and click Next. 
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5. From the Network Properties window, click Browse and select a node and a port. 
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6. Enter the IP address and netmask. Leave Gateway blank. 

 

7. Click Next, and then click Finish. 

Note: LIFs for NFS datastores can also be created from the command line using the following example. 

vice::> net int create -vserver vsphere_infra -lif nfs4 -role data -data-protocol nfs -home-node 

vice-03 -home-port a0a -firewall-policy data -address 172.1.2.113 -netmask 255.255.255.0 -

failover-group private 

6.13 Adding a New LIF to an Existing Failover Group 

To add a new LIF to an existing failover group, complete the following steps: 

Note: Failover groups must be created and all appropriate ports, ifgrps, and VLANs should be added 
before LIFs can be assigned to them. Failover groups do not apply to LIFs used for iSCSI, FC, or 
FCoE. 

1. Launch Element Manager by pointing your browser to the cluster management LIF of your NetApp 
cluster and log in as admin. You can also access Element Manager from System Manager by 
clicking Advanced under Cluster. 

2. Navigate to Network > Interface > Manage. 

3. From the second drop-down list at the top, select the Vserver. 

4. In the Failover Group Name field, enter a space, and the list of existing failover groups appears. 
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5. Set Failover Policy to priority. 

6. Set Auto Revert to true. 

7. Set Use Failover Group to enabled. 

8. Select the failover group for the LIF. Make sure that management LIFs, back-end or private network 
LIFs, and LIFs for other purposes have the appropriate failover group. 

9. Click Modify to save the change. 

10. Repeat for all LIFs in the Vserver. 

6.14 Securing the Default Export Policy 

System Manager creates a default export policy that allows superuser access, and it should be secured. 

To secure the default export policy, complete the following steps: 

1. In System Manager, navigate to Vserver > Policies > Export Policies. 

2. Expand the default export policy to show the rules. 

 

3. Select rule 1 and click Modify Rule. 
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4. Under Allow Superuser Access, deselect Any and select None. 

5. If the default policy won’t be used for any volumes, including VMware and non VMware applications, 
also set Read Only and Read-Write access to None. Do not change the client specification, or NFS 
datastores exported using their own policies will not be accessible. 

 

6. Click OK. 

6.15 Outline of All Tasks Required to Configure End-to-End Networking 

This section outlines the tasks required to configure end-to-end networking. 

1. Establish physical connections to switches. 

2. Configure the physical switches.  

 Link aggregation 

 Flow control 
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 Spanning tree 

 Jumbo frames or MTU 

 VLANs 

3. Configure the NetApp cluster nodes. 

 Ports 

 Interface groups 

 VLANs 

 MTU 

 Flow control 

 Create failover groups and assign ports, ifgrps, or VLAN interfaces 

4. Configure Vserver networking for vSphere use. 

 Complete the System Manager Vserver setup wizard, including the networking. 

 Add LIFs that are appropriate to the protocol. 

 For NFS, set a failover group for the LIF. 

5. Configure ESXi servers. 

 Physical NICs 

 Flow control 

 vSwitches 

 Link aggregation 

 MTU 

 VMkernel port 

 VLAN 

 MTU 

 IP address and netmask 

 VM portgroup for VM to storage access (optional) 

 Consistent portgroup name on all ESXi servers 

 VLAN 

6.16 Configuring Flow Control on NetApp Node Ports 

Flow control is configured on each physical port, even if that port is part of an ifrgp.  

Note: Some models of Ethernet adapter do not allow flow control to be configured. 

Note: Changing flow control settings will disrupt the network connection for several seconds. 

To configure flow control using Element Manager, complete the following steps:  

1. Enter the IP address or FQDN of the cluster management LIF in your Web browser to access 
Element Manager. 

2. Log in to Element Manager as the cluster administrator. 

3. Click Network > Port > Manage. 

4. In the node drop-down list, select the first node. 
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5. Click the port to be configured. 

 

6. Set Flow Control Administrative to none. 

7. Click Modify. 

8. Click Please Continue to move past the warning. 

9. To get back to the list of interfaces for this node, select a different node in the node drop-down list, 
and then select this node again. 
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10. Repeat steps 5 through 7 to configure each port used for ESXi to storage networking. 

To configure flow control at the command line, complete the following steps: 

1. Log in to the cluster shell using SSH or the console port of a node. 

2. Enter the following command to disable flow control. 

vice::> net port mod -node <node> -port <port> -flowcontrol-admin none  

For example: 

vice::> net port mod -node vice-01 -port e0d -flowcontrol-admin none 

3. Repeat step 2 for each port used for ESXi datastore connectivity. 

6.17 Creating Interface Groups for Link Aggregation 

To create interface groups for link aggregation, complete the following steps: 

Note: Before configuring the NetApp cluster nodes for link aggregation, verify that the switches are 
configured so that you know the properties of the channels or teams, and verify that each node’s 
ports are connected to the correct switch ports. 

1. In System Manager, navigate to Storage Controllers > <node-01> > Configuration > Ports/Adapters. 

 

2. Click Create Ifgroup. 

3. Name the interface group. The name must start with the letter ―a,‖ followed by a number and a letter.  

Note: Use the same name for the equivalent ifgrp on each node. 
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4. Select the ports for the ifgrp. 

5. Select the correct mode based on the capabilities and settings of the switch. 

 LACP. If the switch ports are properly channeled or bundled and LACP is enabled, select LACP. 

 Multiple. If the switch ports are properly channeled or bundled, but LACP is not enabled or 
supported, select Multiple. 

 Single. If the switch ports are not properly channeled or bundled, and the switches are not 
stackable or otherwise not capable of this feature, select Single. 

6. Select IP-based load distribution. 

7. Click Create. 

8. After the ifgrp is created, select it, and then click Edit. 
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9. Set the MTU size to 9000 if you are using jumbo frames and the switches are properly configured. 

10. Click Edit to save the change. 

11. Repeat this procedure for each ifgrp on each node in the NetApp cluster. 

6.18 Creating VLANs 

To create VLANs, complete the following steps: 

1. In System Manager, navigate to Storage Controllers > <node-01> > Configuration > Ports/Adapters. 
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2. Click Create VLAN. 

3. Select the physical interface (port or ifgrp) on which to create the VLAN interface. 

4. Enter VLANs one at a time and click Add after each one. All VLANs entered in one dialog box will be 
created on the same physical interface. 

5. Click Create. 

6. Repeat this procedure for all VLANs on all nodes. 

6.19 Creating Network Failover Groups 

Failover groups are created by adding a port, interface group, or VLAN interface to an undefined failover 

group. The first interface is added from the command line. 

To create failover groups, complete the following steps: 

1. Log in to the cluster shell using SSH or the console port of a node. 

2. Enter the following command to create a failover group. 

vice::> failover-groups create -failover-group <fo_group> -node <node> -port <port_ifgrp_or_vlan> 

For example: 

vice::> failover-groups create -failover-group private -node vice-01 -port a0a 

3. Add the rest of the interfaces to the failover group using the same command syntax or using 
Element Manager. 

4. In Element Manager, click Network > interface > failover-groups > manage. 
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5. Click Create New Entry. 

6. Select the failover group and node from the drop-down lists. 

7. Place the cursor in the Port field and press space. 

8. Select the port, interface group, or VLAN interface to add to the failover group. 

 

9. Click Create. 

10. Click Duplicate to get back to the create screen with all fields prefilled. 

11. Make any changes to fields. If adding the same interfaces on all nodes, simply change the node. 
Click Create. 

12. Repeat steps 10 and 11 to add all appropriate ports, ifgrps, or VLANs to each failover group. 

6.20 Configuring the Physical NICs of ESXi for Storage Networking 

Before configuring physical NICs, verify that: 

 The physical NICs are connected to the correct switch ports on the correct switches 

 Switch ports are correctly configured, including channels or teams and VLANs 

 Spanning tree is disabled or set to portfast on switch ports used for ESXi 

 Flow control is disabled on switch ports used for ESXi 

To check connectivity on ESXi physical NICs, complete the following steps: 

1. Launch the vSphere Client and log in to vCenter, if available, or log in to the first ESXi host if 
vCenter is not yet running. 

2. Navigate to Home > Hosts and Clusters. 

3. Click ESXi host > Configuration tab > Network Adapters. 
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4. For the network adapters to be used for ESXi storage networking, verify the following: 

 Speed is correct and duplex is full. 

 Switch should be ―none‖ unless vSwitches are already configured for storage. 

 Observed IP ranges may be ―none.‖ If the IP range is populated, it should show traffic in the 
appropriate subnet. 

5. If you are unable to determine the vmnic, create a temporary vSwitch and add all unused NICs to it. 

6. Click Networking > Add Networking. 

 

7. Select Virtual Machine and click Next. 

7 Storage 

This section outlines storage design using clustered Data ONTAP for both block-based and file-based 

protocols. It provides information regarding design decisions and the recommended best practices to 

successfully deploy VMware vSphere on NetApp clustered Data ONTAP storage. It does not document 
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the creation of a Vserver and how that Vserver is consumed by ESXi. Lastly, it describes the different 

features available for the various storage connection protocols that are supported by vSphere. 

7.1 VMware vSphere 5 Storage Design Using LUNs 

Overview 

VMware vSphere 5 and NetApp clustered Data ONTAP both support the most common industry standard 

LUN connectivity protocols: Fibre Channel (FC), iSCSI, and Fibre Channel over Ethernet (FCoE). The 

NetApp clustered Data ONTAP unified SCSI target makes it possible to use more than one protocol at a 

time to the same LUNs. This allows servers using different protocols and host bus adapters (HBAs) or 

software initiators to use the same shared storage. 

NetApp storage systems implement FC and FCoE using physical target HBA ports, either on the 

controller motherboard (ports numbered 0a, 0b, and so forth) or with target HBA cards (1a, 1b, 2a, 2b, 

and so forth). iSCSI is available using the software target with standard Ethernet ports for connectivity. 

Figure 37 shows an example of FAS3200 FC target port options. 

Figure 37) Example FAS3200 FC target port options. 

 

Best Practice 

When nodes have similar hardware configurations, use the same numbered ports on each node for the 

same purpose (initiator or target), including using the same port on each node to the same fabric or 

switch. 

FC and FCoE ports have globally unique identifiers, referred to as WWNs. There are two types of WWNs: 

 World Wide Node Name (WWNN). Each of the following has a WWNN: 

 Nodes, such as HBA cards and ports 

 VMs using N_Port ID Virtualization (NPIV) 

 Storage devices 

 World Wide Port Name (WWPN). Each node has one or more ports, each of which has a WWPN. 

Each initiator HBA port typically has its own WWNN in addition to a WWPN. 

Clustered Data ONTAP makes extensive use of NPIV since all FC and FCoE target interfaces on 

Vservers are virtual ports, referred to as logical interfaces (LIFs), logically connected to the SAN fabric 

through a physical target port or adapter. In other words, Vservers have LIFs, and nodes have ports or 

adapters. The FC target LIFs of many Vservers can and usually do share a common set of physical target 

adapters. A Vserver has a single WWNN, and each target LIF has its own FC WWPN. 

LUNs are created in volumes on a Vserver. A Vserver makes LUNs visible to servers by: 
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 Adding the initiator WWPNs or iSCSI Qualified Names (IQNs) to an initiator group (igroup) 

 Mapping each LUN to the appropriate igroups 

 Providing a LUN ID 

In addition, each igroup is granted access through a target port set, which may include all or a subset of 

the available target ports in a Vserver. 

Multipathing 

vSphere includes built-in support for multiple paths to storage devices, referred to as Native Multipathing 

(NMP). NMP includes the ability to detect the type of storage for supported storage systems and 

automatically configure the NMP stack to support the capabilities of the storage system in use. Both NMP 

and NetApp clustered Data ONTAP 8.1 and higher support the Asymmetric Logical Unit Access (ALUA) 

protocol to negotiate optimized and nonoptimized paths. With clustered Data ONTAP, an ALUA-optimized 

path follows a direct data path using a target port on the node that hosts the LUN being accessed. 

By default, ALUA is on in both vSphere and NetApp clustered Data ONTAP. The NMP recognizes the 

NetApp cluster as ALUA, and it uses the ALUA Storage Array Type Plug-in (VMW_SATP_ALUA) and 

selects the Round Robin Path Selection Plug-in (VMW_PSP_RR). This means that I/O to the LUN 

alternates between the ALUA-optimized and the direct data paths to the LUN. Figure 38 shows a LUN on 

a four-node NetApp cluster, automatically configured for ALUA and round robin, with I/O on the two 

optimized paths of eight total paths. 

Figure 38) A LUN automatically configured for ALUA and Round Robin 

 

Note: LUNs used for shared or quorum disks for VMs running Microsoft Cluster Service (MSCS) must 
use the fixed-path selection policy and have ALUA disabled. Round robin and ALUA are 
documented by VMware and the NetApp Interoperability Matrix as unsupported for RDM LUNs 
for MSCS. 

Switch Zoning 

FC and FCoE switches use the concept of zoning to isolate communication between initiators and 

targets. Zones provide security and robustness to the fabric by: 

http://support.netapp.com/matrix/
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 Preventing initiators from seeing targets to which they are not authorized to communicate 

 Isolating excessive, spurious, or malicious traffic from a misbehaving initiator 

There are two kinds of zoning: 

 Hard zoning uses the physical switch port IDs. 

 Soft zoning uses the WWPNs of the initiators and targets. 

Because WWPNs on the Vserver target use NPIV and are virtual ports on a physical target HBA port, soft 

zoning should be configured on the switches. If hard or port-based zoning is configured so that the 

physical switch port connected to a NetApp node is in the zone, all initiators zoned to the port can see the 

LIFs of all Vservers connected through that port. 

Zoning policy is usually discussed in terms of three types of zones: 

 Multi-initiator zones 

 Single-initiator/multitarget zones 

 Single-initiator/single-target zones 

The consensus of NetApp and the industry is to avoid multi-initiator zones because of reliability and 

security risks. Single-initiator, single-target zones are the most robust, but they are also the most 

complicated. For example, an ESXi cluster with two HBAs per server connected through a fabric to a four-

node NetApp cluster with a Vserver, with two LIFs on each node, would require eight zone definitions per 

server. Given this complexity, NetApp recommends using single-initiator/multitarget zones, as shown in 

Figure 39. 

Figure 39) Single-initiator/multitarget zone. 
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To make it clear which target LIFs on the fabric belong to which Vserver, clustered Data ONTAP includes 

NetApp Vserver <name> in the OEM string, as shown in Figure 40. Since a Vserver has multiple FC 

LIFs on each SAN fabric, a simpler way to manage aliases is to create a single alias on each fabric that 

includes all visible FC LIFs for that Vserver on that fabric. Create an alias for each vmhba of each ESXi 

server, using the WWPN (the HBA port name, not the node name), with half of these HBAs and aliases 

on each switch or fabric. 

Figure 40) Brocade Zone Admin view showing Vserver WWPN with Vserver name. 

 

Best Practice 

 Implement soft zoning, using WWPN, not WWNN. 

 Zone to Vserver WWPN, not to node WWPN. 

 Use single-initiator/multitarget or single-initiator/single-target zones. 

ESXi Path and Target Limits 

ESXi 5 supports up to 256 LUNs and up to 1,024 total paths to LUNs. Any LUNs or paths beyond these 

limits are not seen by ESXi. Assuming the maximum number of LUNs, the path limit allows four paths per 

LUN. Figure 41 shows that a four-node NetApp cluster with two target ports per node (one on each fabric) 

would provide eight targets. An ESX server with two HBAs would see half of these targets on each fabric, 

resulting in eight paths to each LUN. This means that the environment would consume the maximum 

paths to LUNs before the maximum LUNs. The only way to get more LUNs would be to use fewer paths, 

which in turn would mean losing some redundancy and either limiting the aggregates and nodes on which 

LUNs are placed or using indirect paths to LUNs. 
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Figure 41) Eight paths (two highlighted) across a dual fabric to a four-node NetApp cluster. 

 

ESXi limits the maximum number of targets per HBA port to 256. This limit can be exceeded before the 

maximum LUNs limit if many Vservers are created, all with FC target LIFs (for example, if a Vserver is 

created for each LUN). For this reason and for simplicity, avoid creating a separate Vserver for each LUN. 

Best Practice 

Do not create a separate Vserver for each LUN. The maximum number of Vservers used for LUNs for 

any ESXi host should not exceed 256 divided by the number of target ports seen by each server HBA. 

7.2 LUN Storage Deployment Procedures  

NetApp provides multiprotocol access to storage. For LUN-based access, use the following prerequisites 

and tools to configure the storage. 

Table 18) VMware vSphere 5 storage design using LUNs in clustered Data ONTAP prerequisites. 

Prerequisites 

Clustered Data ONTAP 8.1 (or higher) with FCP license and FC target ports 

FC SAN infrastructure 

vSphere 5.0 

Note: The storage design described in this chapter is based on FC SAN architecture; however, most of 
this material applies directly to iSCSI and FCoE as well. 

Best Practice 

For complete and consistent management of storage and SAN infrastructure, NetApp recommends 

using the tools listed in Table 19, unless otherwise specified. 
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Table 19) Management tools. 

Management Tools 

Vserver management NetApp OnCommand System Manager 

Switch management and zoning Switch vendor GUI or CLI interfaces 

Volume and LUN provisioning and management NetApp Virtual Storage Console 

Outline of Tasks to Provision and Configure an FC Vserver for vSphere 

This section outlines the tasks required to provision and configure an FC Vserver for vSphere. 

1. Install physical switches, HBAs, and cables. 

2. Configure or install target FC ports on NetApp cluster nodes. 

3. Create and configure an FC Vserver. 

4. Configure zoning on FC switches. 

5. Create initiator groups. 

6. Create and map LUNs. 

Verifying FC Ports on NetApp Cluster Nodes 

To verify FC ports on NetApp cluster nodes, complete the following steps: 

1. Log in to Element Manager as the cluster administrator. 

2. Click Network > fcp adapter. 

3. Verify that each node has an FC target port on each fabric and that the Connection Established 
value for each node is ―ptp.‖ 

 

4. If each node does not have two FC target ports, refer to the fcadminconfig man page or refer to the 
Data ONTAP 8.1 Cluster Mode Commands Manual Page Reference.  
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5. Make note of the nodes and target ports. You might need to refer to them later. 

Creating an FC Vserver 

To create an FC Vserver, complete the following steps: 

1. Launch NetApp OnCommand System Manager. 

2. Log in to the NetApp cluster as the cluster administrator (usually admin). 

3. Open the Vservers section and click the top-level cluster. 

4. Click Create, and then click Next. 

5. Enter a name for the Vserver. 

 

6. Either enter a known aggregate name or click Select and select an aggregate for the Vserver root 
volume. 

7. Select a language for the Vserver.  

Note: The Vserver language cannot be changed after the Vserver is created.  

Note: SnapMirror can only replicate volumes between Vservers with the same language. 

8. If Vserver management should be delegated to a Vserver administrator, select the Delegate 
checkbox and enter a password for the Vserver admin user. If you do not delegate Vserver 
administration, the Volume Creation Delegation and Management Interface windows will not appear, 
in which case, go to step 17. 

9. Click Next. 

10. Select Delegate volume creation as well as the aggregates in which to allow the Vserver 
administrator to create volumes. 
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11. Click Next. 

12. If no other protocols were selected on the first Vserver creation screen, select Separate 
management interface. If NFS or CIFS was selected, you may select Data interface, and then go to 
step 17. 

13. Enter an interface name, IP address, and netmask. 
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14. Click Select next to Home Port, navigate the nodes and ports, and select a home port. Verify that the 
home port is accessible from your management network. 

 

15. For Gateway, either select a gateway from the drop-down list or enter a gateway IP address. 

16. Click Next. 

17. Either select Skip DNS configuration or enter a primary domain and add IP addresses for one or 
more DNS servers. 
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18. Click Next. 

19. Review the summary screen. 

 

20. Click Next. 

21. Wait for the Create Vserver wizard to complete and for green checkmarks to appear in the Status 
column. 
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22. Click Next. 

 

23. Select FC/FCoE, and then click Next. 

 

24. Leave FC/FCoE Node Name blank and click Next. 
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25. Select the nodes or HA pairs to provide FC target ports for this Vserver. 

26. Leave the Data interfaces per controller field set at 2. 

Best Practice 

Although it is possible to use more than two target-FC interfaces per node, using more than two causes 

ESXi path depletion and limits the number of LUNs visible to ESXi. 

27. Click Next. 
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28. Under each node for each Vserver LIF, use the name provided and select a home port for each LIF. 
The default selections use the same home port for the same LIF on each node, which helps 
minimize confusion. 

29. Click Next. 

 

30. Leave Portsets as they are and click Next. 
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31. Review the Summary screen, especially the mapping of LIF to home port. 

32. Click Next. 

 

33. After FC/FCoE service configuration completes, click Next. 

34. Complete the configuration of any other protocols according to procedures for those protocols. 

35. Click Close. 

Configure Zoning on FC Switches 

Use the appropriate vendor tools and processes to configure zoning. An example deployment procedure 

using Brocade switches is included in Appendix B. You must make sure that you create an alias for the 

HBA and the associated WWPN. You must also create an alias for the Vserver. 

Best Practice 

Zones should only include one initiator, but may include multiple storage targets. Tape devices should 

be in separate zones from storage targets. 

Create and Map LUNs 

LUNs can be created and mapped using a variety of tools, including the CLI, System Manager, and 

others. The administrator must examine the HBA WWPNs of each server to include them in the igroup to 

which the LUN is mapped. These tools manage the LUN on the storage, but after the LUN is presented to 

vSphere, additional steps must be completed in ESXi or vCenter to rescan for the LUN, and then to 

partition and format it. All of these steps are handled consistently and reliably in a single wizard and 

workflow using VSC. 
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Best Practice 

Use VSC to create and manage LUNs and initiator groups. VSC automatically determines WWPNs of 

servers and creates appropriate igroups. VSC also configures LUNs according to best practices and 

maps them to the correct igroups. 

7.3 Storage Design for NFS 

NFS Overview 

NFS is a set of protocols that allows an NFS server to present all or some of its file system to a client 

system over an IP network. NFS provides a simple yet robust method for ESXi hosts to access NetApp 

storage. 

vSphere NFS Implementation 

In the context of using NFS with VMware vSphere, the ESXi server is the NFS client, and a NetApp 

clustered Data ONTAP Vserver is the NFS server. The ESXi NFS client is implemented in the VMkernel, 

and it only supports NFS version 3. VMkernel networking must be configured with access to the network 

to which the data ports of the NetApp cluster are connected. 

NFS datastores are mounted within the ESXi file system using the same path structure as VMFS 

datastores under /vmfs/volumes. Within each datastore, VM directory layouts are the same as for 

VMFS. A working directory for each VM is created at the root or top level of the datastore, and the files for 

the VM are placed in that directory unless parameters in the .vmx file define some files to be in other 

datastores. Files such as VM swap file (.vswp) and additional virtual disks (.vmdk) are sometimes 

placed in other datastores, but within those datastores each VM has a directory for its files. 

~ # cd /vmfs/volumes/infra/dc1 

/vmfs/volumes/672c3943-f3d5ffeb/dc1 # ls -la 

drwxr-xr-x    1 root     root               4096 Feb 17 02:48 . 

drwxrwxrwt    1 root     1                  4096 Feb 17 05:16 .. 

-rwxrwxr-x    1 root     root                 84 Mar  2 22:57 .lck-e440040400000000 

-rwxrwxr-x    1 root     root                 84 Mar  2 22:57 .lck-e940040400000000 

-rwxrwxr-x    1 root     root                 84 Mar  2 22:57 .lck-f916040400000000 

-rw-r--r--    1 root     root                 65 Feb 17 02:48 dc1-0296dbe7.hlog 

-rw-------    1 root     root         4294967296 Feb  3 22:30 dc1-0296dbe7.vswp 

-rw-------    1 root     root        85899345920 Mar  2 22:57 dc1-flat.vmdk 

-rw-------    1 root     root               8684 Feb 17 02:48 dc1.nvram 

-rw-------    1 root     root                518 Feb 17 02:48 dc1.vmdk 

-rw-r--r--    1 root     root                  0 Jan 28 03:47 dc1.vmsd 

-rwxr-xr-x    1 root     root               2992 Feb 17 02:48 dc1.vmx 

-rw-r--r--    1 root     root               2736 Feb 17 02:48 dc1.vmxf 

-rw-r--r--    1 root     root              95863 Feb 17 02:48 vmware.log 

-rw-------    1 root     root           52428800 Feb 17 02:48 vmx-dc1-43441127-1.vswp 

NFS requires three parameters to mount a datastore:  

 NFS server 

 Export, referred to as ―Folder‖ in the vSphere Client Add Storage wizard. 

 Label or mount point, referred to as ―Datastore Name‖ in the vSphere Client Add Storage wizard. 
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Figure 42) vSphere Client Add Storage wizard. 

 

Note: Although NFS datastores can be mounted using the vSphere Client Add Storage wizard, the 
esxcfg-nas command, or the vSphere API or New-Datastore PowerCLI cmdlet, these utilities do 
not offer a complete workflow that includes creating and exporting the volume on the Vserver and 
mounting it consistently on all ESXi servers in the vSphere cluster. Therefore, NetApp 
recommends using the VSC to create and mount NFS datastores. 

The server parameter can be specified in three ways: 

 IP address 

 Host name 

 Fully qualified domain name (FQDN) 

IP address is the simplest and usually the most reliable way to specify the NFS server. IP addresses do 

not need to be resolved using another file or service. Host names and FQDN may be resolved using 

either /etc/hosts on the ESXi server or by using the Domain Name Service (DNS) on an outside 

server from ESXi and the NetApp cluster. 

When using host name or FQDN, it is important that the host name be resolvable from all ESXi servers as 

well as vCenter and the servers or VMs on which the VSC and software, such as the NetApp Storage 

Resource Adapter (SRA) for VMware Site Recovery Manager (SRM) reside, even though the IP address 

might resolve differently or it might not actually be routable from some of these entities. 

Some customers have implemented round-robin DNS to resolve different IP addresses for the NFS server 

while specifying the same host name or FQDN. Every lookup, whether it is to ping or to mount an NFS 

datastore, queries the DNS server, which replies with a different IP address from the configured set of IP 

addresses for the NFS server each time. Depending on the number of servers making DNS queries, the 

order in which the queries appear, and the number of IP addresses for the storage, it is possible for 

round-robin DNS to allocate IP addresses in a less-than-optimal or unintended fashion. Because of this, 

using specific IPs to mount datastores is more deterministic and therefore more consistent. Finally, round-

robin DNS is dependent on reliable DNS services creating a dependency of the vSphere infrastructure on 

another part of the infrastructure. 
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Best Practices 

 NetApp recommends using the IP address of the LIF specific for the volume to reliably mount the 
share on the client.  

 NetApp discourages the use of round-robin DNS for use with NFS on clustered Data ONTAP. 

The folder or export parameter is the path offered by the NFS server. With clustered Data ONTAP, it is 

the full-junction path of the volume. The volume itself should be mounted. Mounting directories within 

volumes for VMware datastores can cause issues with additional layered software and should be 

avoided. 

The datastore name or label parameter refers to the datastore in vSphere. It is also the directory name 

under /vmfs/volumes on which the NFS export is mounted. Although the label does not have to match 

the name of the exported volume, it is much easier and helps to avoid confusion if they do match. The 

VSC labels volumes, junction paths, and datastore labels the same when it is used to create them. 

Best Practices 

To avoid confusion, NetApp recommends that the label of the datastore match the exported volume 

name. 

Note: Internally to ESXi, the label is simply a symbolic link to the UUID of the datastore. 

~# cd /vmfs/volumes/ 

/vmfs/volumes # ls -l 

drwx------  1 root     1                4096 Feb 20 10:39 5e54e44e-35006db5 

drwxrwxrwt  1 root     1                4096 Feb 17 05:16 672c3943-f3d5ffeb 

lrwxr-xr-x  1 root     root               17 Mar  6 04:09 ds1 -> 5e54e44e-35006db5 

drwxrwxrwt  1 root     1                4096 Feb 17 00:36 f1324f3c-1b48e71c 

lrwxr-xr-x  1 root     root               17 Mar  6 04:09 infra -> 672c3943-f3d5ffeb 

lrwxr-xr-x  1 root     root               17 Mar  6 04:09 stuff -> f1324f3c-1b48e71c 

The UUID shown earlier is derived from the parameters specified for server and folder. If different 

parameters are entered, even if they resolve to the same IP address and volume, the algorithm generates 

a different UUID and the ESXi servers, and vCenter sees the two mounts as two different datastores. This 

causes vMotion to fail its validation check; makes HA unable to start VMs on a server failure; and causes 

VMs created by Lab Manager, View, and vCloud Director to be unable to find components of the VM 

located in different datastores.  

Common inconsistencies between mount parameters on different ESXi servers that lead to incompatible 

UUIDs include: 

 Using a combination of IP address, host name, or FQDN on different hosts for the same datastore 
(for example, esx1 uses IP address and esx2 uses host name) 

 Using different IP addresses 

 Using or not using a trailing slash after the export path 

 Using volume alias techniques such as the -actual export option inconsistently 

Best Practice 

NetApp recommends using VSC so that datastores are mounted consistently across all ESXi servers in 

the cluster. 

If the network infrastructure that supports the vSphere and clustered Data ONTAP environment changes, 

whether because IP addresses or subnets change, or because a policy dictates a change to DNS instead 

of IP addresses and causes datastores to be remounted, then VMs become inaccessible. Table 20 

contains two methods for solving this problem. 
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Table 20) Methods for fixing VM registrations when datastore mount properties must change. 

Method Effects 

1. Unregister VMs 

2. Remount datastore 

3. Reregister VMs 

Requires outage of affected VMs 

1. Create new datastores mounted per 
new configuration 

2. Migrate (storage vMotion) VMs into 
new datastores 

 Disassociates the relationship between VM and 
Snapshot copies and FlexClone copies or the clone 
parent. Duplicates blocks. 

 I/O effects. 

NFS Datastore Layout 

For practical purposes, NFS does not have a limit to the number of VMs per datastore. Also, the NFS 

protocol does not limit the addressable size of an NFS datastore, which means it automatically supports 

the current 100TB maximum volume size of clustered Data ONTAP. With this in mind, VMs may be 

grouped according to business requirements that can be organizational (department, tenant, or 

application) or service level based, such as the type of storage, replication requirements, or schedule. An 

additional advantage of having many VMs per datastore, especially with the same guest OS, is better 

space efficiency using NetApp deduplication and VM cloning within the volume. 

Clustered Data ONTAP Volume and Export Practices 

Clustered Data ONTAP volumes in a Vserver are given a name when they are created. Volumes to be 

used for NFS are also given a junction path, which is a mount path within the Vserver starting under the 

root volume. Although it is possible to use junction path names that are different from the volume name or 

mount a volume on a junction path that is nested under another nonroot volume, this practice should be 

avoided, because it can cause issues with additional tools and applications such as VMware Site 

Recovery Manager. This practice is illustrated on the right side of Figure 43. 

Qtrees or quota trees are special directories created at the root of a volume. They are most commonly 

used to manage department or group quotas for NFS and CIFS as well as to establish security styles for 

files within the qtree. In earlier versions of Data ONTAP, qtrees were also used as a unit of replication. 

Clustered Data ONTAP currently does not offer qtree-level replication. Security styles other than UNIX 

don’t offer any value for running VMs. Given these facts, qtrees should be avoided for VM datastores. 

NFS allows a volume to be exported, but the client to actually mount a directory (or qtree) below the root 

of the volume. This practice should be avoided in vSphere deployments, because it can cause issues with 

additional tools and applications. 

Best Practices 

 Qtrees should be avoided for VM datastores, because they provide no value in vSphere on 
clustered Data ONTAP environments. 

 Do not mount a directory below the root of the volume. 
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Figure 43) Volume name, junction path, and consistent NFS mount parameters. 

 

Datastores and Logical Interfaces 

In clustered Data ONTAP, optimum performance is achieved when a volume is accessed using a network 

port on the same node that hosts the volume. This is called direct data access. Considering that volumes 

may be migrated to different nodes, it is desirable that LIFs move with the volumes accessed through 

them to preserve the direct path. To provide the most flexibility, NetApp recommends using a dedicated 

LIF and associated IP address for each datastore. This is most easily managed using the VSC to 

provision datastores. As long as one or more unused LIFs are available on the node on which a datastore 

is being created, VSC will select an unused LIF. 

Note: When migrating volumes and LIFs, move the volume first, and after the volume move completes, 
then move the LIF. During a volume move, disk I/O continues on the source node until the move 
is complete, then disk I/O switches to the destination node. 

An additional advantage of having multiple LIFs is that it helps with the IP hash packet distribution 

scheme used with link aggregation. Because ESXi servers mount datastores with a different IP address 

for each datastore, NFS traffic is distributed across multiple uplinks from ESXi, as well as between the 

switch and NetApp cluster, and on the return path. This makes round-robin DNS unnecessary and 

redundant in this architecture. 

LIFs and Protocols 

LIFs used for NFS, CIFS, and management protocols can all be migrated from physical port to physical 

port or from node to node manually for migration and load-balancing purposes, or they can be migrated 

automatically in response to a port or node failure. Such migrations are transparent and nondisruptive to 

the client and do not result in stale file handles or hung mounts. LIFs used for iSCSI do not move, 

because server multipathing stacks and the ALUA protocol handle path failure automatically. Because 

NFS LIFs can move and iSCSI LIFs cannot, do not run iSCSI and NFS over the same LIF. However, it is 

normal to have two LIFs in a Vserver homed to the same physical port with one LIF carrying NFS and the 

other carrying iSCSI traffic. 
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Root User Account and Superuser Access to Datastores  

Users may only access data in NFS exports if Data ONTAP can authenticate the user. This can be 

achieved using local Vserver UNIX accounts, NIS, or LDAP. For vSphere usage, a local account suffices. 

To execute VMs, ESXi requires root or superuser equivalence, which is configured in two ways, including: 

 A root account on the Vserver that matches the root user in ESXi. 

 Volumes for vSphere NFS datastores must use an export policy that allows read/write and superuser 
access to NFS v3. In Linux terminology, and in some VMware documentation, this is known as 
no_root_squash. 

VSC automatically creates and applies an appropriate export policy for datastores created using VSC, but 

the root account must be created separately by a storage administrator, usually as part of the Vserver 

creation wizard. 

Best Practice 

 Do not mount NFS datastores using trailing slashes after the export path. 

 Use a separate LIF on the Vserver for each datastore. Use the same LIF for the same datastore on 
all ESXi servers. 

 Use VSC to provision datastores. 

7.4 Using Clustered Data ONTAP Export Policies with vSphere 5  

Overview 

In Data ONTAP 7-Mode, NFS exports are defined per volume, qtree, or even directory, with an entry in 

/etc/exports for each volume. Each volume required its own entry, even when many volumes were 

intended to be used the same way by many clients (particularly ESXi servers in one or more VMware 

clusters) and even though the desired export rules were identical. Whenever a server was added to the 

VMware cluster, each volume export had to be updated to add the host or IP address of the new server. 

Although VSC manages this for the entire vSphere environment, it can be tedious for those not using 

VSC. 

Clustered Data ONTAP completely changes the architecture of exports by defining export policies scoped 

within a Vserver. An export policy has a set of rules, including which clients get what kind of access. 

Then, each volume has exactly one export policy applied to it. Many volumes can have the same policy, 

so all volumes used by the vSphere environment, or at least for each VMware cluster, use the same 

export policy so that all hosts see the set of volumes the same way. When a new host is added to the 

vSphere cluster, a rule for that host is added to the policy. The rule for the new host includes a client-

match pattern (or simply an IP address) for the new host, protocol, and permissions and authentication 

methods for read/write, read-only, superuser, anonymous user, and some other options less significant 

for vSphere. When a new volume is added and other volumes are already in use as datastores, the same 

export policy can be used as for the previous volumes. 

In 7-Mode, servers could be specified as a list of one or more specific names or IP addresses or a subnet 

range (for example, 192.168.42.0/24). In clustered Data ONTAP, client match may be resolvable by host 

name, FQDN, or IP for a single client or a subnet range. The subnet range must be properly masked (0 

for host bits). For example, 192.168.42.21/24 would not work, because the 24-bit mask means the last 

octet (.21) should be 0. 

As with any NFS server, ESXi requires the root mount option in order to execute VMs, which in clustered 

Data ONTAP is referred to as superuser, and ESXi uses the sys (UNIX) security style. The only currently 

supported protocol for NAS with ESXi is NFS v3, indicated as nfs3 in the export policy. When using the 

superuser option, the anonymous user ID does not need to be specified. 
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Figure 44) Export policy, rules, and volumes. 

 

Best Practices 

 Use VSC to provision datastores, because export policies are managed automatically. 

 When creating datastores for VMware clusters with VSC, select the cluster rather than a single 
ESXi host. 

 Use the VSC mount function to apply existing datastores to new hosts. 

 When not using VSC, use a single export policy for all hosts. 

7.5 Junction Path Considerations with vSphere 5  

Overview 

NetApp clustered Data ONTAP provides a namespace structure within a Vserver. Each volume in the 

Vserver can be internally mounted so that all volumes are seen as a single tree structure. These internal 

mounts are referred to as junction paths. A client can mount any point in the namespace and traverse the 

entire structure from that point down, whether the path is contained within a single volume or traverses 

many volumes. 

VMware vSphere creates a directory for each VM at the root of the datastore. From the perspective of 

vCenter and the vSphere Client the path to the VMX file, which is the main descriptor of a VM, is 

represented as: 

[datastore] vmname/vmname.vmx  

 In the ESXi CLI it is represented as: 

/vmfs/volumes/datastore/vmname/vmname.vmx  

There is no easy way to get vSphere to create VMs in directories any deeper. This behavior limits the 

usefulness of nested junction paths. In fact, to get vSphere to use multiple storage volumes for NFS, 

vSphere needs to mount each volume as a separate datastore. Because of this, the best practice is to 

simply mount the junction path for volumes for vSphere at the root of the Vserver, which is the behavior of 

the VSC Provisioning and Cloning module. Not having nested junction paths also means that no volume 

is dependent on any other (other than the root volume), and a volume being taken offline or destroyed, 

even intentionally, does not affect the path to other volumes. 

Block protocols (iSCSI, FC, and FCoE) access LUNs using target WWPNs and LUN IDs. The path to 

LUNs inside the storage is meaningless to the block protocols (iSCSI, FC, and FCoE) and is not 

presented in the protocol anywhere. Therefore, a volume that contains only LUNs need not be internally 

mounted at all, and a junction path is not necessary. 
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Best Practices 

 Use VSC to provision datastores, because junction paths are managed automatically. 

 When not using VSC, mount volumes on junction paths directly on the root volume. 

 Use the name of the volume as the junction path. 

 Do not use junction paths for volumes containing LUN datastores. 

7.6 VMware vSphere 5 Datastores and clustered Data ONTAP 8.1  

There are four protocols that are used to connect vSphere 5 to datastores on NetApp volumes: Fibre 

Channel (FC), Fibre Channel over Ethernet (FCoE), Internet Small Computer System Interface (iSCSI), 

and Network File System (NFS). FC uses fiber optic cables to transmit data across a Fibre Channel 

network, while FCoE, iSCSI, and NFS use Ethernet. FC, FCoE, and iSCSI are block-based protocols and 

use vSphere VM file system (VMFS) inside of a NetApp LUN, which is contained in a NetApp volume to 

store VMs. NFS is a file-based protocol, and VMs are placed into datastores (which are simply NetApp 

volumes) without the need for VMFS. 

Datastore Comparison Tables 

Differentiating what is available with each type of datastore and storage protocol requires the 

consideration of several points. Table 21 compares the features available with each storage option. 

Table 21) Datastore comparison table. 

Capability/Feature FC/FCoE iSCSI NFS 

Format VMFS or RDM VMFS or RDM NetApp WAFL 

Maximum number of 
datastores or LUNs 

256 256 256 

Maximum datastore size 64TB* 64TB* 100TB** 

Maximum LUN/NAS file 
system size 

2TB minus 512 bytes 2TB minus 512 bytes 100TB** 

Optimal queue depth per 
LUN/file system 

64 64 N/A 

Available link speeds 4GB and 8GB FC and 
10GbE 

GbE and 10GbE GbE and 10GbE 

* The maximum LUN size presented by Data ONTAP 8.1 is 16TB. Multiple LUNs are required for a 64TB 
datastore. 

** 100TB requires 64-bit aggregates. 

Table 22 compares the storage-related functionality of VMware features across different protocols. 

Table 22) VMware supported storage-related functionality. 

Capacity/Feature FC/FCoE iSCSI NFS 

VMotion Yes Yes Yes 

Storage VMotion Yes Yes Yes 

VMware HA Yes Yes Yes 

DRS Yes Yes Yes 
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Capacity/Feature FC/FCoE iSCSI NFS 

VADP Enabled Backup 
Software* 

Yes Yes Yes 

MSCS within a VM Yes, using RDM for 
shared LUNs 

Initiator in GOS is 
supported by NetApp 

Not supported 

Fault tolerance Yes with eager-zeroed 
thick VMDKs, or virtual 
mode*** RDMs 

Yes with eager-zeroed 
thick VMDKs, or virtual 
mode*** RDMs 

Yes with eager-zeroed 
thick VMDKs 

Site Recovery Manager Yes Yes Yes 

Thin-provisioned VMs 
(virtual disks) 

Yes Yes Yes** 

VMware native 
multipathing 

Yes Yes N/A 

Boot from SAN Yes Yes with HBAs N/A 

* VADP is VMware vStorage APIs for Data Protection 

** This is the default setting for all VMs on NetApp NFS. 

*** NetApp SnapDrive for Windows software does not support virtual-mode RDM devices. 

Table 23 compares storage management features supported by NetApp across different protocols. 

Table 23) Storage management features supported by NetApp. 

Capability/Feature FC/FCoE iSCSI NFS 

Data deduplication Savings in the array Savings in the array Savings in the datastore 

Thin provisioning Datastore or RDM Datastore or RDM Datastore 

Resize datastore Grow only Grow only Grow, autogrow, and 
shrink 

OnCommand Balance Yes Yes Yes 

SnapDrive (in guest) Yes Yes Yes 

Monitoring and host 
configuration for VSC 4.x 

Yes Yes Yes 

VM backup and recovery 
using VSC 4.1 

Yes Yes Yes 

Provisioning and cloning 
using VSC 4.1 

Yes Yes  Yes  

Note: Support for NFS-managed VMDKs in SnapDrive is targeted for a future release of SnapDrive. 

Table 24 compares supported backup features across different protocols. 

Table 24) Supported backup features. 

Capability/Feature FC/FCoE iSCSI NFS 

NetApp Snapshot 
backups 

Yes Yes Yes 
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Capability/Feature FC/FCoE iSCSI NFS 

Replicated backups 
support SRM 

Yes Yes Yes 

Volume SnapMirror Datastore or RDM Datastore or RDM Datastore or VM 

VMDK image access VADP Enabled Backup 
Software 

VADP Enabled Backup 
Software 

VADP Enabled Backup 
Software, vSphere Client 
Datastore Browser 

VMDK file-level access VADP Enabled Backup 
Software, Windows only 

VADP Enabled Backup 
Software, Windows only 

VADP Enabled Backup 
Software and third-party 
apps 

NDMP granularity Datastore Datastore Datastore or VM 

7.7 VMFS Datastores on clustered Data ONTAP  

VMFS is a high-performance clustered file system that provides datastores, which are shared storage 

pools. VMFS datastores can be configured with LUNs that are accessed through FC, iSCSI, or FCoE. 

VMFS allows traditional LUNs to be accessed simultaneously by every ESXi host in a cluster. Figure 45 

shows how the vSphere cluster is connected to a VMFS datastore. 

Figure 45) vSphere cluster connected to a VMFS datastore using FC, FCoE, or iSCSI LUNs. 

 

VMFS provides the VMware administrator with a large degree of independence from the storage 

administrator. By deploying shared datastores, the VMware administrator is free to provision storage to 

VMs as needed. In this design, most data management operations are performed exclusively through 

VMware vCenter. 

Applications traditionally require storage considerations to make sure their performance can be virtualized 

and served by VMFS. Sizing specifications can be found in the best practices of each vendor’s 

application that is deployed. If NetApp does not make specific recommendations for applications that are 
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being deployed, check with the application vendor to verify compliance to their recommended guidelines 

for storage performance and support. 

This storage design can be challenging for performance monitoring and scaling. Because shared 

datastores serve the aggregated I/O demands of multiple VMs, this architecture does not natively allow a 

storage array to identify the I/O load generated by an individual VM. 

Spanned VMFS Datastores 

Extents are a feature of VMware VMFS that allows for multiple LUNs to be concatenated into a single, 

logical datastore. This feature is referred to as a spanned datastore. Spanned datastores are most 

commonly used to overcome scaling limits imposed by storage arrays that use per-LUN I/O queues. 

These traditional architectures place a limit on the number of simultaneous commands that can be sent to 

a LUN at a given time, which can impede overall I/O performance in a datastore. Storage arrays powered 

by Data ONTAP are free of this legacy architecture; therefore, NetApp does not recommend the use of 

spanned VMFS datastores. Figure 46 shows the connections between an ESXi cluster and a spanned 

VMFS datastore. 

Figure 46) ESXi cluster connected to spanned VMFS datastore. 

 

Best Practice 

NetApp does not recommend the use of spanned VMFS datastores, because the reasons for using 

them are not applicable to NetApp storage. 

VMFS Datastores on NetApp LUNs 

NetApp enhances the use of VMFS datastores through many technologies, including array-based thin 

provisioning; production-use block-level data deduplication; immediate zero-cost datastore clones; and 

integrated tools such as Site Recovery Manager, VSC, OnCommand System Manager, and OnCommand 

Balance. NetApp queue-depth-free LUN architecture allows VMFS datastores to scale greater than with 

traditional array architectures in a natively simple manner. 
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SAN Raw Device Mappings 

VMware vSphere 5 allows VMs to have direct access to LUNs for specific use cases such as P2V 

clustering or storage vendor management tools. This type of access is referred to as a RDM; it can be 

configured with FC, iSCSI, and FCoE. In this design, the ESXi 5 host acts as a connection proxy between 

the VM and the storage array. Unlike VMFS and NFS, RDMs are not used to provide shared datastores. 

Figure 47 shows an example of this configuration. 

RDMs are an enabling technology for solutions such as VM and physical-to-VM host-based clustering, 

such as with Microsoft Cluster Server (MSCS). RDMs provide traditional LUN access to a guest, so they 

can achieve high individual disk I/O performance, and they can easily be monitored for disk performance 

by a storage array. This is often referred to as direct-to-guest mapping. 

Figure 47) vSphere cluster with VMs connected to RDM LUNs using FC, FCoE, or iSCSI. 

 

RDM LUNs on NetApp 

RDMs are available in two modes: physical and virtual. Both modes support key VMware features, such 

as VMotion, and can be used in both HA and DRS clusters. The key difference between the two 

technologies is the amount of SCSI virtualization that occurs at the VM level. This difference results in 

some limitations related to MSCS and VMware snapshot use case scenarios. 

NetApp enhances the use of RDMs by providing array-based LUN-level thin provisioning, production-use 

block-level data deduplication, advanced integration components such as SnapDrive, application-specific 

Snapshot backups with the SnapManager for applications suite, and FlexClone zero-cost cloning of RDM-

based datasets. 

7.8 NFS Datastores on clustered Data ONTAP  

vSphere allows customers to leverage enterprise-class NFS arrays to provide datastores with concurrent 

access by all of the nodes in an ESXi cluster. This method of access is very similar to that of VMFS. 

NetApp NFS provides high performance, the lowest per-port storage costs, and some advanced data 

management capabilities. 

Figure 48 is an example of this configuration.  
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Note: The storage layout appears similar to that of a VMFS datastore, yet each virtual disk file has its 
own I/O queue directly managed by the NetApp FAS system. 

Figure 48) vSphere cluster connected to an NFS datastore. 

 

NFS Datastores on NetApp 

Deploying VMware with NetApp advanced NFS results in a high-performing, easy-to-manage 

implementation that provides a VM-to-datastore ratio that cannot be obtained with block-based storage 

protocols. This architecture can result in a 10x increase in datastore density with a correlated reduction in 

the number of datastores. With NFS, the virtual infrastructure receives operational savings, because there 

are fewer storage pools to provision, manage, back up, replicate, and so forth. 

Through NFS, customers receive an integration of VMware virtualization technologies with WAFL, the 

NetApp advanced data management and storage virtualization engine. This integration provides 

transparent access to VM-level storage virtualization offerings such as production-use block-level data 

deduplication, immediate zero-cost VM and datastore clones, array-based thin provisioning, automated 

policy-based datastore resizing, and direct access to array-based Snapshot copies. NetApp offers 

integrated tools such as the Site Recovery Adapter for Site Recovery Manager and the VSC. 

7.9 NFS Protocol Changes in vSphere 

VMware has implemented a number of changes regarding how it handles the NFS protocol, including 

increasing the maximum number of datastores, VAAI support, and more. 

Maximum Number of NFS Datastores and Heap Memory 

The main change in vSphere 5 for NFS datastores is that ESXi supports up to 256 datastores per server. 

In previous versions, it was necessary to increase the Net.TcpipHeapMax advanced parameter when 

increasing the number of NFS datastores. Although the NetApp best practice remains to set 

Net.TcpipHeapMax to the maximum value of 128MB, tests have shown ESXi 5 to be less sensitive to 

depletion of TCP/IP heap memory. 
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Authors’ Comments 

The Net.TcpipHeapMax advanced parameter is a setting that affects the buffer memory used by 

TCP/IP connections, including NFS, iSCSI, management traffic, vMotion, and so on. 

Using Multiple IP Addresses with a Single NFS Datastore 

One last issue to cover is the best practices for using multiple IP addresses to connect to a single NFS 

datastore. Best practices for most installations state that users should consistently mount NFS datastores 

using the same IP address and export path for all ESXi hosts that share that datastore. If two hosts are 

given different parameters for hosts or exports, the NetApp volume will appear as two physically different 

datastores. This results in the single volume receiving two UUIDs from VMware.  

This is not to say that multiple IP addresses should not be used. In fact, there are some cases in which 

multiple IP addresses are required, to achieve specific utilization rates on multiple network connections, 

for example, or because business practices dictate that each server connect to storage using isolated 

network connections. When organizations have this requirement, it is necessary to configure vSphere 

hosts to see the different paths as resolving to the same datastore. This is accomplished by creating host 

entries that resolve different IP addresses to the same NetApp storage controller. The following steps can 

be taken to accomplish this: 

 Modify /etc/hosts on each vSphere host that resolve the same NetApp controller host name to 
different IP addresses. 

 Use a Domain Name System (DNS) to provide different IP addresses for the same NetApp controller 
depending on the server or subnet requesting the connection details. 

 Configure round-robin DNS establishing different IP addresses to subsequent lookup requests. Note 
that using round-robin DNS, the same server might be giving different IP addresses at different times, 
usually after a reboot. 

7.10 VAAI Support for NFS 

vSphere storage APIs were first introduced in version 4.1, and they enabled support for the following 

three primitives: 

 Full copy, in which the array is responsible for making full copies of data within the array 

 Block zeroing, in which the array is responsible to zero out large numbers of data blocks 

 Hardware-assisted locking, which is an alternative mechanism to protect VMFS metadata 

With vSphere 5, VMware enhanced the existing three primitives and added new ones that include: 

 vSphere thin provisioning, which enables the reclamation of unused space and the monitoring of 
space used for thinly provisioned LUNs 

 Hardware acceleration for NFS 

 SCSI standardization, which provides T10 compliancy for full copy, block zeroing, and hardware-
assisted locking 

Installing NetApp VAAI Bundle 

The NetApp vSphere installation bundle (VIB) is the mechanism by which the array offloading capabilities 

of vSphere 5 are installed in the virtual infrastructure.  

To get the VIB and install it, complete the following steps:  

1. Go to the Software Downloads page at support.netapp.com/NOW/cgi-bin/software. 

2. Scroll down and click NetApp NFS Plug-in for VMware VAAI. 

3. Select the ESXi platform. 
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4. Download the online bundle (.vib) of the most recent plug-in. 

5. Save the vib file on the VSC server or VM in <VSC installation directory>\etc\vsc\web 

named as NetAppNasPlugin.vib. 

6. Note: You can perform steps 1 through 5 directly on the VSC server or VM by using the vSphere 
Client virtual console or Remote Desktop Connection. 

7. Open the vSphere Client and connect to vCenter. 

8. In the Solutions and Applications section, click the NetApp icon. 

 

9. Click Tools. 
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10. In the Tools window, there are three sections: MBR Tools, Guest OS Tools, and NFS VAAI Plug-in. 

 

Note: There are two methods to deploy the NFS VAAI plug-in. One method is to download the 
actual VIB and manually install it using the esxcli on each host. The second method is to click 
Install, and the VSC then prompts for a list of ESXi hosts to which it automates the 
deployment of the VIB. 

11. Click Install. 
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A window appears that displays all of the hosts that VSC discovered attached to vCenter.  

Note: In this screenshot, all but one of the hosts are green. The green coloring indicates that the 
plug-in has already been deployed to these hosts. The host that appears in gray is currently 
down for maintenance and cannot be selected. Hosts to which the plug-in has not yet been 
deployed appear in red. 

12. Select one or all of the hosts on which to deploy the NetApp NFS VAAI plug-in and click Install. 

 

13. Click Recent Tasks at the bottom of the vSphere Client to display the tasks. A task appears for each 
of the hosts that are getting a patch, an updated firewall policy, or changes to configuration options. 
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14. For the plug-in to become active, the installation of the NetApp NFS VAAI VIB requires that the host 
be rebooted. 

15. To do this safely, right-click the vSphere host to be rebooted and select Enter Maintenance Mode. 

 

16. Monitor the Recent Tasks at the bottom of the vSphere client; interaction might be required to safely 
use vMotion to move all machines to a secondary host in the cluster. 

17. After the host is in maintenance mode, right-click it and select Reboot. 
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18. After the reboot process is initiated, vSphere provides an opportunity to optionally document the 
reason for the reboot.  

19. Click OK to reboot the host. 

 

20. Repeat steps 8 through 13 for every host to which the NFS VAAI plug-in has been deployed. 

Any Vserver added or mounted after installation of the NFS VAAI plugin will need to have the Vstorage 

feature enabled using the command line as follows: 

cluster::> vserver nfs modify –vserver vserver_name -vstorage enabled 

For any Vserver from which at least one NFS datastore was mounted when the NFS VAAI plugin was 

installed on an attached ESXi server, VSC will enable Vstorage automatically. 

8 Summary 

VMware vSphere offers customers several methods of providing storage to VMs. All of these storage 

methods give customers flexibility in their infrastructure design, which in turn provides cost savings, 

increased storage use, and enhanced data recovery. Multiple configuration options are available to suit 

most of the needs of any customer. NetApp storage appliances and data management software are built 
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to provide users with the flexibility to manage storage for vSphere in a manner that most closely meets 

their business requirements. With high-performance, easy-to-manage, and scalable storage appliances 

and robust software offerings, NetApp offers the flexible storage and data management solutions to 

support vSphere environments.  

The best practices and recommendations provided in this guide are not a one-size-fits-all solution. This 

document contains a collection of best practices and recommendations that provide guidelines to plan, 

deploy, and manage vSphere data. These guidelines enable a highly available, easy-to-manage vSphere 

environment that meets SLAs. Consult with a local NetApp VMware expert when planning and deploying 

vSphere environments onto NetApp storage. NetApp VMware experts can quickly identify the needs and 

demands of any vSphere environment and adjust the storage solution accordingly. 

Appendix A – VMware and NetApp Interoperability Reference 

This appendix contains tables that define the compatibility between NetApp Data ONTAP 8.1 and 

VMware products. Each table uses graphics to detail the level of support that exists between the 

companies' products and features. The graphics used are defined as: 

✔ = Fully supported 

✖ = Not supported 

 = Partially supported 

Table 25) NetApp products and features and VMware vSphere licensing interoperability. 

NetApp 
Feature or 
Technology 

vSphere 5 
Standard  

vSphere 5 
Enterprise 

vSphere 5 
Enterprise 
Plus 

vCenter 
Server 5 

Other Requirements and Notes 

NetApp VSC 
cloning 

✔ ✔ ✔ ✔ 
FlexClone. 

NetApp VSC 
backup 

✔ ✔ ✔ ✔ 

Snapshot and SnapRestore are 
required.  

 

NetApp 
SnapProtect

®
 
✔ ✔ ✔ ✔ 

With Service Pack 4, the ability to 
perform NDMP dumps of existing 
Snapshot copies to tape is currently 
available. 

NetApp Snap 
Creator ✔ ✔ ✔ ✔ 

Preferred backup and recovery 
engine for vSphere 5 plus clustered 
Data ONTAP. 

Thin 
provisioning 

✔ ✔ ✔ ✔ 
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Table 26) VMware product and feature and NetApp Data ONTAP 8.1 protocol interoperability. 

VMware 
Feature or 
Technology 

Data ONTAP 8.1 Protocol Other Requirements and Notes 

7-Mode Clustered 
Data 

ONTAP 

NFS iSCSI FC/ 

FCoE 

VMware 
vSphere 

✔ ✔ ✔ ✔ ✔ 
 

VMware 
vCenter ✔ ✔ ✔ ✔ ✔ 

Integrations and support for this are 
accomplished with the NetApp 
VSC. 

VMware 
vCenter Site 
Recovery 
Manager 

✔ 

SRA 2.0 

✔ 

SRA 1.0 

✔ 

 

✔ 

 

✔ 

 

NetApp provides a Storage 
Replication Adapter (SRA) for use 
with this VMware product. The 
most recent version at the time of 
publication is listed in the 
associated column. 

vSphere 
storage DRS 

✔ ✔ ✔ ✔ ✔ 
 

vSphere profile 
driven storage 

✔ ✔ ✔ ✔ ✔ 
 

vSphere 
storage I/O 
control 

✔ ✔ ✔ ✔ ✔ 
 

VAAI: SAN  

✔ ✖ N/A ✔ ✔ 

VAAI support for SAN on NetApp 
clustered Data ONTAP technology 
will not be available until Data 
ONTAP 8.2. 

Full copy 

Block zero 

HW-assisted 
locking 

Thin 
provisioning 

VAAI: NFS  

✖  ✔ N/A N/A 

VAAI-NFS support for NFS on Data 
ONTAP operating in 7-Mode will 
not be available until Data ONTAP 
8.1.1. 

 

VAAI-NFS support with clustered 
Data ONTAP 8.1 does not provide 
support for extended stats. 

Full file clone 

Extended stats 

Reserve space 

VMware 
storage 
vMotion 

✔ ✔ ✔ ✔ ✔ 
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Table 27) VMware license and NetApp technology required for a given VMware product or feature. 

VMware Product/Feature  Minimum VMware 
License Required 

NetApp Technology  

vCenter Site Recovery 
Manager 

Standard Clustered Data ONTAP 8.1, SnapMirror, SRA 3.0, 
FlexVol 

VMware View 5 Standard or desktop Clustered Data ONTAP 8.1, FlexClone, VAAI, 
SnapMirror, thin provisioning, deduplication, Virtual 
Storage Tiering, space reclamation, FlexVol, VSC, 
FlexShare

®
 

VMware vCloud Director 
1.5 

Standard Clustered Data ONTAP 8.1, FlexClone, VAAI, Snap 
Creator, thin provisioning, deduplication, Virtual Storage 
Tiering, FlexVol, space reclamation, FlexShare 

VMware vCenter 
Operations Management 
Suite 

 Clustered Data ONTAP 8.1, FlexVol, FlexShare 

VMware storage vMotion Enterprise Clustered Data ONTAP 8.1, FlexVol, VAAI 

VMware storage I/O control Enterprise Plus Clustered Data ONTAP 8.1 , Virtual Storage Tiering, 
Flash Cache, NetApp FlexShare 

VMware storage DRS Enterprise Plus Clustered Data ONTAP 8.1, FlexVol 

VMware profile driven 
storage 

Enterprise Plus Clustered Data ONTAP 8.1, Flash Cache, VAAI, 
FlexVol 

VMware thin provisioning Enterprise Plus Clustered Data ONTAP 8.1, FlexVol 

Table 28) Data ONTAP licensing details. 

Data ONTAP License Required or 
Optional 

Support Details 

Base Required This is the base license that enables NetApp storage 
controllers to be clustered.  

iSCSI Optional* Marked as optional, this protocol is required only if the 
protocol is a normal aspect of the user’s infrastructure 
or is a requirement for the VMware product or feature 
that is being deployed. 

FC/FCoE Optional* Marked as optional, this protocol is required only if the 
protocol is a normal aspect of the user’s infrastructure 
or is a requirement for the VMware product or feature 
that is being deployed. 

NFS Optional* Marked as optional, this protocol is required only if the 
protocol is a normal aspect of the user’s infrastructure, 
or is a requirement for the VMware product or feature 
that is being deployed. 

CIFS Optional This license provides access to storage using CIFS 
over the TCP/IP protocol that is commonly used to 
provide for Microsoft Windows shares. 

FlexClone Optional This license allows FlexClone copies to be created. 
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Data ONTAP License Required or 
Optional 

Support Details 

FlexClone is the base technology that allows vSphere 5 
virtual machines to be rapidly created. 

SnapManager  Optional The SnapManager suite allows applications that reside 
in a VM to be backed up and recovered. Current 
SnapManager tools provide support for Microsoft 
Exchange, SQL Server, SharePoint

®
, Oracle, SAP

®
, 

and virtual infrastructure (VMware and others). 

SnapMirror_DP Optional This license enables the creation of data protection 
mirrors. These mirrors can be at the same physical 
location or between geographically separated sites.  

* One of the three protocol licenses (NFS, iSCSI, or FC/FCoE) is required. With respect to VMware products 

and features, all of the protocols are supported and viable depending on the individual needs of each 

organization and the product or feature in question. The initial protocol license chosen is provided at no cost. 

The remaining two protocol licenses are equally priced and can be purchased as needed. 

Appendix B – Brocade vSphere Vserver Zoning with Clustered Data 

ONTAP 

Configure Zoning on FC Switches 

This procedure illustrates the use of Brocade switches and Web tools that are built into the switch. Other 

management tools are available but outside the scope of this document. For tools from third-party 

vendors, similar concepts and steps apply. Consult the appropriate documentation for the switches and 

management tools in use. 

To configure zoning on FC switches, complete the following steps: 

1. Using a supported Web browser, enter the IP address, host name, or FQDN of the first switch. 

2. Log in to the switch. 

3. Click Zone Admin. 
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4. Widen the Zone Administration window to make the WWNs fully visible. 

5. Click New Alias. 

6. Enter an alias for the ESXi server and its HBA on this switch. Click OK. 

 

7. Click the plus sign next to the HBA for this server. 

8. Select the indented entry with the WWPN, not the upper entry with the WWNN of the HBA port. 
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9. Click Add Member. 

 

10. Repeat steps 5 through 9 for each ESXi server and HBA. 

11. Create a new alias for the Vserver. 
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12. Expand the list of target WWPNs for the Vserver. 

 

13. Select all target WWPNs of the Vserver and click Add Member. 

 

Note: Do not add the WWPNs of the nodes to the alias. 

14. Click the Zone tab: 

 If zones for the ESXi servers already exist, select the first ESXi zone from the Name drop-down 
list. 

 If the zones do not already exist, click New Zone. Enter an appropriate ESXi as the NetApp 
storage zone name and click OK. 
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15. Select one ESXi server alias and the Vserver alias. Click Add Member. 

 

16. Repeat steps 14 and 15 to create a separate zone for each ESXi server HBA. 

Best Practice 

Zones should include only one initiator but may include multiple storage targets. Tape devices should 

be in separate zones from storage targets. 

17. On one switch at a time, after all aliases and zones are created, click Save Config. Wait for the 
process to complete before saving or enabling a configuration on the other switch. 

18. On one switch at a time, click Enable Config. Select the configuration name and click OK. 

Note: Do not invoke Enable Config on both switches at the same time because this might cause 
disruption to all hosts and servers on the SAN. 
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Version History 

Version Changes 

1.1  Update terminology to clustered Data ONTAP 

 Added information on root volume load share mirrors and implications of LSM and VSC. 

 Added clarifying note to Table 15 

 Clarified LIF best practices in section 6.10 

 Updated failover policies in section 6.13 

 Added section 7.1, VMware vSphere 5 Storage Design Using LUNs 

 Clarified Vserver language notes in section 7.2 under Creating an FC Vserver 

 Updated VSC capabilities added in VSC 4.1 

 Updated NAS VAAI plug-in steps in section 7.10 under Installing NetApp VAAI Bundle 

 Added appendix B with sample zoning using Brocade switches 
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