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Abstract
This document describes how synchronous SnapMirror can be used in combination with Fibre Channel
and iSCSI block protocols. It covers the general aspects of synchronous SnapMirror, including possible
configurations, initial setup, and controller interconnects. It also describes the processes needed to operate
from a disaster recovery site and the needed processes to switch back to the primary site after an
event.
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1. Introduction
This document describes the some of the basic concepts and fundamentals for implementing disaster
protection solutions using NetApp™ synchronous SnapMirror software using block-access
protocols (iSCSI, Fibre Channel). Synchronous SnapMirror is not a separate product and is more
accurately described as an operational mode of the SnapMirror software.
In the traditional asynchronous mode of operation, updates of new and changed data from the source
to the destination occur on a schedule defined by the storage administrator. These updates could be as
frequent as once per minute, or as infrequently as once per week, depending on user needs.
NetApp has added a synchronous mode to the SnapMirror software, which sends updates
from the source to the destination as they occur, rather than on a schedule. This ensures that in the
case of a system failure at the source site due to natural or human-made the data will be available on
the destination site.

2. Intended Audience
This paper is intended for system and storage architects designing NetApp storage appliances into IT
environments where protection against various disaster scenarios is needed.

3. Requirements and Assumptions
For the methods and procedures in this document to be useful to the reader, several assumptions are
made:
The reader has at a minimum general knowledge of NetApp hardware and software
solutions, particularly in the area of block access
The reader has at a minimum general knowledge of host clustering concepts
The reader has experience with block-access protocols such as Fibre Channel or iSCSI
This paper is based on the functionality of Data ONTAP™ release 6.5 and 7.0
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4.

Synchronous SnapMirror Fundamentals

Synchronous SnapMirror consists of several new modes of operation that have recently been added to
the SnapMirror software starting with Data ONTAP 6.5. This section describes some of the general
principles and guidelines for using synchronous SnapMirror.
4.1

Licensing

No additional license fees need to be paid to use this feature, although an additional license key in
additional to the standard SnapMirror license needs to be installed on each NetApp controller where
synchronous SnapMirror is running.
4.2

Volumes vs. Q-trees

Unlike asynchronous mode, which can replicate either volumes or quota trees, synchronous and
semisynchronous modes work only with volumes. Q-trees are not supported in synchronous or
semisynchronous mode. Synchronous mode is supported with flexible volumes and well as traditional
volumes.
4.3

Redundant Controller Interconnects

With synchronous SnapMirror it is possible to configure redundant interconnects, and they can be
configured in either an active/active configuration, where the load between the two controllers is evenly split
across the links, or an active/passive configuration, where a secondary link is only when the first link is
not functioning. An active/passive configuration is very often useful in an environment where there are
a high-performance primary path and a lower performance “backup” path. Details on how to configure
multiple paths can be found in the NetApp “Data Protection Online Backup and Recovery Guide.” For
NetApp customers with access to the NOW™ (NetApp on the Web) site, the configuration details for
the ONTAP 6.5 version can be found at
http://now.netapp.com/NOW/knowledge/docs/ontap/rel65r2/html/ontap/onlinebk/mirror27.htm#1714056.
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4.4

TCP and Fibre Channel Controller Interconnects

SnapMirror supports TCP/IP or Fibre Channel as interconnects between the source and destination
Filers. When Fibre Channel interconnects are used, the interface cards are dedicated for SnapMirror
communications, switches must be used and communication is done using TCP/IP over the Fibre
Channel connections. Details on how to configure Fibre Channel NICs can be found in the NetApp
“Data Protection Online Backup and Recovery Guide.” For NetApp customers with access to the NOW
site, the configuration details for Data ONTAP 6.5 version can be found at
http://now.netapp.com/NOW/knowledge/docs/ontap/rel65r2/html/ontap/onlinebk/mirror5.htm#1720280.
Unlike the other Fibre Channel cards in the filer, prior to Data ONTAP 6.5.2 it was not possible to read
the Fibre Channel worldwide names (WWNs) for the X1024 adapters after they have been installed, so
it is recommended to write them down before installation in the filer in case they are needed for
creating zones on the fibre channel switches or for configuration-checking purposes. With 6.5.2 or later,
the WWN can be obtained using the fcnic command. When configuring the IP addresses for the
Fibre Channel NICs, the standard ifconfig command is used—for example, ifconfig qlXa
ipaddress netmask 255.255.255.0 up, where X is the slot number in which the card is installed
in the filer, and a is the port identifier on the X1024 (a for the upper port labeled port 1, b for lower port
labeled 2). As shown in the following diagram, IP address failover (in case of a failing filer head) is
supported with Fibre Channel NICs and is configured like any standard TCP/IP NIC within the filer.
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Sync SnapMirror with FC Failover
1.1.1.1

1.1.1.3
FC Switch

FC Switch

1.1.2.1

1.1.1.2

1.1.2.3

FC Switch

FC Switch
1.1.1.4
1.1.2.4

1.1.2.2

Normal Operation
After Head Failure Operation
1.1.1.3
FC Switch

FC Switch
1.1.2.3

1.1.1.1
1.1.1.2

FC Switch

1.1.2.1
1.1.2.2

Each filer head has one X1024 card installed:
- 1.1.1.* domain is connected to port 1, upper port on X1024
- 1.1.2.* domain is connected to port 2, lower port on X1024
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4.5

Supported Source and Destination Filer Configurations

Synchronous SnapMirror is very flexible in the type of NetApp filers that are supported as source or
destination filers. The source and destination filers can be any mix of filer types, including clustered
NetApp filers and non-clustered NetApp filers. The next section graphically shows some of the
possibilities. There are no dependencies on number or sizes of disks between the source and
destination filer; however, the destination volume has to be equal to or larger than the source volume.
However, for performance reasons when using traditional volumes it is strongly recommended that both
the source and destination volumes have the same number, type and size of disks. It is required that
the destination filer be running the same major version of Data ONTAP as the source filer. For
example, if the source file is running 6.5.1 the destination filer can be running any version of 6.5.X but
running 7.X would not be supported.
Mirroring of the filers root volume using synchronous SnapMirror is not supported.
For performance reasons several factors should be accounted for when deciding on the exact filer
configurations, and these are covered in the performance section of this paper. The following diagram
shows several sample configurations. It by no means shows all possible configurations.

Sample Configurations
Non-cluster-Non-cluster: Dual FC Link

Cluster-Cluster: Dual IP Links

volx

voly

TCP/IP WAN
Link # 1

voly’

volx’

FC Link

volx

TCP/IP WAN
Link # 2

FC Link
Clustered Filer

Clustered Filer

voly

TCP/IP WAN
Link # 1

TCP/IP WAN
Link # 2
Clustered Filer
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4.6

LUN Visibility on the Destination Filer

There are a few subtleties with regard to LUN visibility on the destination filer that are important to
understand in order to be able to architect or program host access during a failover situation. When the
mirrored volume is in a replicated status, the LUNs contained in the volume on the destination filer are
offline and not visible to any host systems. It is not possible to add any type of read-only access directly
to these LUNs. It is important to note that the “lun show” command incorrectly shows these LUNs as
being online. After using the “snapmirror quiesce” and “snapmirror break” commands to split
or break the mirror and make it writable, the LUNs can be made available by onlining them using the
“lun online” command. Every time the mirror is split, the LUNs will be mapped to an igroup with the
same name as the one to which they were mapped on the source filer. The igroup itself is not copied or
mirrored from the original filer to the destination filer, so it most likely will have to be created on the
destination filer, and the desired hosts will need to be added. The following diagram shows the LUN
status during a synced and split mirror situation. NetApp LUNs are independent of the protocol they are
accessed with, meaning that the LUNs on the destination filer do not need to be accessed with the
same protocol as they were accessed with on the primary filer. For example, it is possible to have the
primary storage accessed via Fibre Channel and the secondary filer accessed via iSCSI.

LUN Mapping—Mirror Is Synchronized
LUNs Are Mapped to Same
igroup as on filer1 Regardless of
Whether That Group Exists or
What Hosts It Includes

Read-Only Volume

Igroup: grp1
- host1 wwn
- hostx wwn

Igroup:foo
- hosta wwn
- hostx wwn

Igroup: grp1
- host1 wwn
- hostx wwn

myvol

volx

…
filer1

lun_d1

Igroup:bar
- hostb wwn
- hostc wwn

voly

m_myvol

lun_d2

myvol
Mirrored to
m_myvol

lun_d1

lun_d2

…

filer2
LUNs are Offline, but “lun
show” Command Incorrectly
Shows Them as Online
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LUN Mapping – Mirror is broken
luns are mapped to same
igroup as on filer1regardless
of whether that groups exist
or what hosts it includes

volume is read/write

Igroup: grp1
- host1 wwn
- hostx wwn

Igroup:foo
- hosta wwn
- hostx wwn

volx

Igroup: grp1
- host1 wwn
- hostx wwn

m_myvol

myvol

…
filer1

lun_d1

Igroup:bar
- hostb wwn
- hostc wwn

lun_d2

X

myvol mirror
relationship
to m_myvol
still exist but
mirror is not
active

lun_d1

lun_d2

voly

…

filer2
luns are offline and “lun
show” command shows this
correctly
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SnapMirror Response when Destination Filer Not Accessible

If the destination filer is not reachable, irregardless whether the problem lies with the filer, networking,
or some where else, synchronous SnapMirror will automatically drop into asynchronous mode until the
destination filer is again reachable. After the destination filer is again accessible, synchronous mode
will automatically resume. No action is necessary on the part of the user.
The writes taking place at the time of failure can have a response time of up to25 seconds as the
source filer determines that the destination filer is not available and switches to asynchronous mode.
To allow monitoring of this important state change, a SNMP trap is sent.

4.8

Visibility of Changes on the Destination Filer

With synchronous SnapMirror, changes to the source volume do not show up immediately on the
destination volume, even though the changes have been mirrored. The changes are first shown after
the source filer creates an automatic Snapshot™ copy of the source volume. Snapshot copies created
on the source volume are immediately propagated to the destination volume. The automatic Snapshot
copies are created every three minutes by default. The interval for automatic Snapshot copies can be
changed by changing the visibility_interval in the snapmirror.conf file, but performance
can degrade if set to a smaller interval because the more frequent Snapshot copies cause additional
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processing such as cache consistency checking on the destination filer. For FC and iSCSI access,
making the changes visible is not very relevant, since the LUNs are not accessible on the destination
filer until the SnapMirror connection is broken. However, there is one important case where this does
come into play. When the connection between filers has an outage and SnapMirror goes into
asynchronous mode, all data from the last valid common Snapshot copy will need to be copied from the
source to the destination filer. For this reason it makes sense to keep this variable in the three-tofifteen-minute range. It can be changed in the snapmirror.conf file with the visibility_interval variable.

4.9

Space Requirements

As discussed earlier, synchronous SnapMirror utilizes NetApp Snapshot copies for making changes
visible on the destination filer. These Snapshot copies are the only extra space required by
synchronous SnapMirror. Rolling Snapshot copies are used, and therefore the space required is
typically minimal, because these Snapshot copies only exist for a short period of time, which is defined
by the visibility_interval in the snapmirror.conf file. However, care needs to be taken,
because if the connection between the primary and the secondary site goes down, this Snapshot copy
will exist until the link is reestablished and will grow during that time. Space needs to be reserved for
these Snapshot copies and, depending on the amount of space reserved, processes need to be
established for dealing with the Snapshot copies if the connection between sites is lost.

4.10 Synchronous SnapMirror and SnapDrive™
SnapDrive (for Windows® and UNIX®) can be used for managing (creating, deleting, renaming)
Snapshot copies on the source volume of synchronous SnapMirror. Any changes to Snapshot copies
on the source filer are immediately made visible on the destination filer. SnapDrive for Windows
(version 3.1) does not support splitting and connection to LUNs on the destination filer with
synchronous SnapMirror as it does for asynchronous SnapMirror.

5. Synchronous and Semisynchronous
Synchronous SnapMirror actually consists of two distinct modes of operation, synchronous and
semisynchronous. In synchronous mode, writes to the filer are not acknowledged until the data has
been written to the original and SnapMirror destination filers. In semisynchronous mode, writes to the
original or source filer are immediately acknowledged, and in the background the data is then
immediately mirrored to the destination or secondary filer. For semisynchronous mode the storage
administrator can set thresholds in number of I/Os or milliseconds to define how “out of sync” the
primary and secondary filers are allowed to run. Semisynchronous mode offers the advantages that
there no latency penalty for writes and that the data is immediately mirrored to the destination filer
without waiting for a scheduled event. The disadvantage is that there is a small window of potential
data loss.
Semisynchronous is extremely useful for mirroring to sites that have a large distance between them.
Sites that are 100 km apart will by the laws of nature (i.e., speed of light) have increased latency of at
least 2 ms. A realistic value will be more in the range of 5 to 10 ms added latency.
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6. Configuration Guidelines
6.1

LUN Mapping at Secondary Site

As discussed earlier, after the mirror is broken, the LUNs on the destination filer are automatically
mapped to an igroup with the same name as that on the source filer. It is not required to use this igroup
for these LUNs, but it is important to note that this igroup should not be used for other purposes on the
destination filer because the LUNs will be visible to the host defined in the igroup when the mirror is
broken and the LUNs are onlined.

6.2

Interconnect speeds

For synchronous SnapMirror, interconnect speeds will be determined by the writes being done to the
primary filer. The filer adds minimal overhead in terms of additional data in sending the data to the
secondary filer, meaning that it should be planned for a roughly one-to-one relationship between writes
done to the primary filer and writes through to the destination filer. Unlike in asynchronous mode, it is
important not to look at average write performance, but in order to avoid undesired performance
impacts, it is necessary to plan for the peaks in write performance. Even in semisynchronous mode it is
important to cover any peaks that far exceed the bandwidth between the primary and secondary filers.
For example, if the bandwidth between filers is approximately 10MB per second and the semisync level
is set to eight seconds, having a peak of over 20MB per second for four seconds will start to cause
performance problems, because even smoothing the peak out over eight seconds leads to a bandwidth
requirement of over 10 MB per second.

6.3

Combined Synchronous and Asynchronous SnapMirror Configuration

For many database environments a combination of synchronous and asynchronous is a very good
solution in terms of performance and recovery time tradeoffs. A typical combined configuration there
will be a separate volume containing the data log files, and this volume will be synchronously mirrored
to the secondary site. The other volume containing the database data files will then be asynchronously
mirrored to the secondary site. When an event occurs rendering the primary site unusable, the
database is then started on the secondary site. The log files holding the updates since the last
asynchronous SnapMirror update of the database will then have to be played back into the database.
For many database environments this configuration lengthens the recovery time minimally while
reducing the performance impacts of running full synchronous or semi-synchronous operations.
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7. Initial Configuration between Primary and Secondary Sites
Creating the initial copy between the secondary and primary files is a simple process consisting of the
following steps. These steps assume that the communication links between the filers have already
been established and the appropriate volumes have been created on the primary and secondary filers.
For easier reading, the destination or secondary filer is assumed to have the DNS name filer2 and
the primary or source filer the name filer1.
Step

Command

Location

Description

1

license add < license key >

filer1 and
filer2

The licenses for both SnapMirror and
synchronous SnapMirror have to be
added to both the primary and the
secondary filers.

2

options snapmirror.access
host=filer2

filer1

Allows the data to be duplicated from the
source to the destination filer.

3

options snapmirror.enable
on

filer1 and
filer2

Enables or starts SnapMirror.

4

Edit etc/snapmirror.conf
file adding the line
(because of formatting it
is shown here over several
lines):

filer2

Sets up the relationship between myvol
on filer1 to voly on m_myvol with the
visibility_interval set to 5 minutes.
If the setup should be asynchronous,
then the additional variable outstanding
needs to be set before the sync option.
For example, outstanding=5ops,
outstanding=20ms or
outstanding=9s for 5 operations, 20
ms or 5 sec maximum difference
between the source and destination.

filer1:myvol filer2:m_myvol
visibility_interval=5m sync

5

vol restrict m_myvol

filer2

Restricts access to the volume on the
destination site, which allows mirroring
from the source to the destination
volumes.

6

snapmirror initialize –S
filer1:myvol
filer2:m_myvol

filer2

Does the initial copy of the data from the
source to the destination volumes.
SnapMirror syncs the volumes as it does
for asynchronous mode and then
switches to synchronous mode after the
initial mirror is created.

7

snapmirror status

filer2

Shows the SnapMirror status to see
progress of initial copy.

NetApp Inc.

13

TECHNICAL REPORT

8. Process for Accessing Data from Secondary Filer
8.1

Splitting Mirror and Making LUNs Available

After an event that causes the primary filer to not be accessible, the following steps need to be
executed in order to access the LUNs on the secondary filer. The filer names used are filer2 and filer1
for the destination and source filers, respectively. It is assumed that the volumes (myvol and m_myvol)
contain the LUNs lun_d1 and lun_d2.

Step

Command

Location

Description

1

igroup create –f –t solaris
grp1 10:00:00:00:c9:30:70:72

Filer2

Creates the igroup so that the LUNs can
be mapped.

2

Bring application to
consistent state and flush
host Filesystems/Volume

Host

If an application is running, before
splitting the mirror the application data
has to be in a consistent state. The most
common example would be putting a
database in backup mode and syncing
the file systems. In other cases an
application may need to be halted or
suspended momentarily.

3

snapmirror quiesce
filer2:m_myvol

Filer2

Stops the updating of the mirror from the
primary to the secondary filers to prepare
for splitting the mirror.

4

snapmirror break
filer2:m_myvol

Filer2

Suspends or breaks the mirror. This does
not remove the entire mirror relationship,
which allows for resyncing of only the
changed blocks when joining the mirror
again.

5

Resume application
processing

Host

If an application was halted, suspended,
or put into backup mode, it can now be
returned to normal process status.

6

lun online
/vol/m_myvol/lun_d1
/vol/m_myvol/lun_d2

Filer2

When the mirror is split, the LUNs are
placed in an offline state and have to be
put back online to enable access to the
LUNs.
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7

lun map /vol/m_myvol/lun_d1
solaris 0

Filer2

lun map /vol/m_myvol/lun_d2
solaris1

8.2

This step is only necessary if the igroup
created in step #1 is different than the
igroup the LUNs were mapped to on the
original filer.

LUN Availability without Splitting Mirror

If for data reliability reasons it is not possible to split the mirror but it is still desired to have the LUNs
mapped for things such as testing SAN or iSAN connectivity from particular hosts, there are several
possibilities. One is to have a third SnapMirror mirror copy, which can be split off as described in a later
section. Another is to create dummy LUNs (i.e., LUNs of perhaps 50MB containing no data) to be
mapped to the same addresses that the split LUNs will be mapped to. These dummy LUNs obviously
will not contain any valid data but can be mapped from the desired hosts to ensure that connectivity
between the hosts and the filer is configured and working correctly. If FlexVol are being synchronously
mirror, available starting with Data ONTAP 7.0, the best solution is to create a FlexClone and online the
LUNs from the FlexClone. Using the FlexClone allows for the creation of a read-write copy of the LUNs
with only minimal addition space requirements. With any of the above methods, it needs to be
considered that a failover during the time where these additional LUNs are visible, the LUN mappings
are being used by these additional copies and will require a different failover procedure which include
first unmapping the test LUNs.
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8.3

Failover Scripting

In many cases the process of splitting the mirror and making the LUNs visible from the secondary filer
will be scripted. Often it will be scripted into part of a cluster package such as the stop, start, monitor,
and cleanup scripts of a VERITAS Cluster Service (VCS) agent.
For an HP Service Guard cluster this would typically be called from the package “control file” (i.e.,
/etc/cmcluster/pkg1.cntl) in the start portion of the file. The following is a segment of a control script
highlighting where the script that splits the mirror and makes the LUNs visible would be called from.

.
.
.
if [[ $1 = "start" ]]
then
print "\n\t########### Node \"$(hostname)\": Starting package at
$(date) ###########"
netapp_split_mirror
activate_volume_group
check_and_mount
add_ip_address
get_ownership_dtc
customer_defined_run_cmds
start_services
# Check exit value
if (( $exit_value == 1 ))
then
print "\n\t########### Node \"$(hostname)\": Package start
failed at $(date) ###########"
exit 1
else
print "\n\t########### Node \"$(hostname)\": Package start
completed at $(date) ###########"
exit 0
fi
.
.
.

NetApp Inc.
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9. Third Mirrored Copy
9.1

Second Mirror

Often a second mirror creating a third mirrored copy of the data is desired for tasks such as backup,
data mining, consistency checking, etc. This third mirror can be located at the primary or secondary
site. The following diagram shows it being at the secondary site because this is somewhat more
complicated in that the mirror is cascaded from the first mirror. The second mirror or third copy must be
done in asynchronous mode, since only one synchronous SnapMirror relationship per volume is
permitted. It is also shown being located in the destination filer, but it could also be located in a
separate filer.

LUN Mapping—Mirror Is Synchronized
Read-Only Volume

Igroup: grp1
- host1 wwn
- hostx wwn

Igroup:foo
- hosta wwn
- hostx wwn

volx

Igroup: grp1
- host1 wwn
- hostx wwn

m_myvol

myvol

…
filer1

lun_d1

lun_d2

Sync
or Async
SnapMirror

lun_d1

lun_d2
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filer2
LUNs Are Offline, but “lun
show” Command Incorrectly
Shows Them as Online
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9.2

Process for Splitting Off Third Copy

The process for splitting off the second mirror or third copy of the data is described in the following
table.

Step

Command

Location Description

1

Bring application to
consistent state and flush
host Filesystems/Volume

Host

If an application is running, before splitting
the mirror the application data should be In
a consistent state. The most common
example would be putting a database in
backup mode and syncing the file systems.
In other cases an application may need to
be halted or suspended momentarily.

2

snapmirror update -w
filer2:m_myvol

Filer2

Since the relationship between filer1:myvol
and filer2:m_myvol is synchronous, this
command will create a Snapshot copy,
which is synced across the volumes. This
Snapshot copy will then be used to update
the third copy in a following step. This step
is nearly instantaneous.

3

snapmirror update
filer2:th_myvol

Filer2

This command updates the third volume
(th_myvol) with the latest Snapshot copy
that was created. It is important to have
this step also performed while the
application is in a stable/consistent mode,
because synchronous SnapMirror
automatically creates Snapshot copies, and
it is possible that an automatically created
Snapshot copy will occur between the
updating of the first and second mirrors
(steps 2 and 3). Depending on the
database or application, this could cause
data consistency problems.

4

Resume application processing

Host

If an application was halted, suspended, or
put into backup mode, it can now be
returned to normal processing status.

5

snapmirror status
filer2:th_myvol

Filer2

Check to see that the update of the mirror
has completed. Directly after the transfer is
started, it will have the status “transferring,”
and after the update is completed, the
status will change to “Idle.” This can also
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be done remotely from the host using a
loop such as:
while ! ssh filer2 snapmirror status
th_myvol | tail -1| /usr/xpg4/bin/grep -e
"filer2:m_myvol[ \t/*filer2:th_myvol.*Idle"
do
sleep 10
done
6

snapmirror break
filer1:th_myvol

Filer2

Suspends or breaks the mirror. This does
not remove the entire mirror relationship,
which allows for resyncing of only the
changed blocks when joining the mirror
again.

6

igroup create –f –t solaris
grp1 10:00:00:00:c9:30:70:72

Filer2

Creates the igroup so that the LUNs can be
mapped.

7

lun online
/vol/th_myvol/lun_d1
/vol/th_myvol/lun_d2

Filer2

When the mirror is split, the LUNs are
placed in an offline state and have to be
put back online to enable access to the
LUNs.

8

lun map /vol/th_myvol/lun_d1
solaris 0

Filer2

This step is only necessary if the igroup
created above is different than the igroup
the LUNs were mapped to on the original
filer.

lun map /vol/th_myvol/lun_d2
solaris 1
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10. Process for Switching Back to Main Site
10.1 Copy Data Back to the Main Site
If an event occurs causing a failover of production to the secondary site, the update data will be on the
secondary filer. After the environment has been returned to normal status, the data will then need to be
copied back to the primary site or filer. Just as when the original copy was created, this reverse copy
can be performed online while the users or database are active on the secondary filer. If the event was
not catastrophic (i.e., power outage) and the data on the primary filer is still intact, only the data
changed since the last common Snapshot copy will need to be copied. If the data from the affected
volume on the primary filer is no longer intact, a complete copy will have to be performed.

10.2 Process for Reestablishing the Original Configuration
The process for copying the data back to original site and reestablishing the original configuration is
described in the following table. It is assumed that the mirror from the primary filer to the secondary filer
is already split and the secondary filer is being accessed. It is also assumed that the primary filer is
intact or has been replaced and reconfigured to look like the original filer. If the filer has to be replaced,
in additional to the normal configuration items such as IP addresses, volumes, etc., the igroups will also
need to be recreated, since these are not copied back with the data in the volume.

Step

1

Command

Location Description

snapmirror resync –f –S
filer2:m_myvol –w
filer1:myvol

Filer1

This copies the data from the secondary
filer (which is currently being accessed) to
the primary filer. Only one of the
commands should be executed either with
“resync” if the data is intact on filer1:my_vol
or with “initialize” if the data is no longer
accessible. The “-w” option causes the
command to wait to return until the transfer
is completed.

snapmirror initialize –S
filer2:m_myvol –w
filer1:myvol

2

snapmirror update –S
filer2:m_myvol –w
filer1:myvol

Filer1

This copies any changes that have been
made since the copy in step 1 was started.
Doing the extra update in this step
minimizes the time the application needs to
be offline for switching back to the primary
site.

3

Stop access to the secondary
Filer

Host(s)

Applications or users accessing the
secondary filer should be stopped.

4

snapmirror update –S
filer2:m_myvol –w

Filer1

This copies any changes that have been
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made since the last update.

filer1:myvol

5

snapmirror break
filer1:myvol1

Filer1

This splits the mirrors between filer2 and
filer1.

6

lun online
/vol/myvol/lun_d1
/vol/myvol/lun_d2

Filer1

After the mirror is split, the LUNs are
placed offline, and this places them back
online to allow access to them.

7

lun map /vol/myvol/lun_d1
solaris 0

Filer1

This maps the LUNs to the appropriate
igroup. This step is not needed if the LUNs
were already mapped to an igroup with the
same name on the destination filer.

lun map /vol/myvol/lun_d2
solaris 1
8

Start application

Host(s)

The users or application can now begin
accessing the data from the original filers
again.

9

snapmirror resync –f –w
filer2:m_myvol

Filer2

This will reestablish the mirror back to the
original configuration.

10

snapmirror status
filer2:m_myvol

Filer2

After approximately 2 minutes the status
will change to in-sync, indicating that the
volume is being synchronously mirrored.

11

snapmirror release m_myvol
filer1:myvol

Filer2

Removes the relationship going from the
secondary filer to the primary filer, since
this was only used to transfer the data back
to the primary filer, and having the
relationship present makes the SnapMirror
status command output somewhat
confusing.
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11. Performance Considerations
Performance is a very complex and difficult area to quantify. It is certainly beyond the scope of this
paper to go into overall NetApp filer performance, but it makes sense to discuss how synchronous
SnapMirror affects overall performance. It’s important to note that the guidelines and recommendations
given here are just that, and results will vary depending on exactly where the performance bottlenecks
exist. The general rules given here are general the worst case assuming that the limiting factor on
performance is the CPU load. This is often not the case and each environment needs to be individually
analyzed. For maximum performance, it is strongly recommended to have the same disk geometries on
the source and destination filers.
11.1 Primary or Source Filer Performance Considerations
When considering the performance on the primary or source filer, there are three areas to consider:
reads, large sequential writes, and small random writes. As a rule of thumb, performance for these
areas is viewed as:
Reads—Since reads are only happening on the primary filer, the “cpu related cost” of during
reads on a synchronous snapmirrored volume is not higher than from a standard volume. For
pure read workload, if a NetApp filer is capable of X number of reads per second, without
synchronous SnapMirror, it will be able to deliver roughly X number of reads per second with
synchronous SnapMirror enabled, regardless of whether the reads are from a mirrored or
nonmirrored volume.
Large sequential writes—Large sequential writes (64KB or larger) to a volume mirrored
synchronously with SnapMirror have a “cpu cost” of roughly two times (2X) what they do for
writes to a nonmirrored volume because they need to be written to the local disks as well as
sent to the destination filer. If a filer is capable of delivering 120MB per second to a non-mirrored
volume, it would be able to maintain about 60MB per second to a volume mirrored
synchronously with SnapMirror assuming there were only writes occurring on the filer and other
limitation such as disk throughput don’t exist.
Small random writes—Small random writes (4KB) to a volume mirrored synchronously with
SnapMirror “cost” roughly 1.2 times (1.2X) what they do for writes to a nonmirrored volume. This
would mean that a filer capable of delivering 20,000 writes per second to a non-mirrored volume
would be able to maintain roughly 16,000 writes per second to a synchronously snapmirrored
volume assuming there were only writes occurring on the filer.

11.2 Secondary or Destination Filer Performance Considerations
When considering the performance effects on the secondary or destination filer, one only has to
consider write performance. Reads on primary filer don’t affect the performance on the destination filer,
since synchronous SnapMirror reads are only being performed on the primary or source filer.
Write performance—Synchronous SnapMirror writes on the destination filer have a “cpu
cost” of roughly 2.1 times a normal write to a volume on the destination filer. This is
because the writes are actually written two times: one time to the root volume and one time
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to the destination volume. If a filer can deliver 20,000 writes per second to a non-mirrored
volume, it would be able to maintain roughly 9,500 writes per second as a destination for a
volume mirrored synchronously with SnapMirror assuming that there were no other
limitations such as disk throughput.
11.3 Secondary or Destination Filer Root Volume Size
Because writes from the primary filer are being written temporarily into the root volume as well as the
destination volume on the secondary filer, it is important to make sure that the root volume on the
secondary filer is large enough to not limit performance. Note, if the outstanding variable is greater
than 10 seconds there are no additional writes to the root volume on the destination filer eliminating the
requirement for adequate performance on the destination filer root volume.
To obtain the full write potential on the source filer when using synchronous SnapMirror, the following
table can be used as a guideline for how many disks the root volume on destination filer should contain.
It is also recommended to minimize activity on the root volume for other storage.
Source Filer Type

Recommended number of disks for
destination Filer root volume:

FAS250 & FAS270

4

FAS920

6

FAS940

8

FAS960

10

FAS3020

12

FAS980

14

FAS3050

16

If the full write performance on the source filer will not be used for synchronous SnapMirror, the number
of disks in the destination filer’s root volume can be reduced. These recommendations are for 10,000
RPM drives. If 15,000 RPM drives are used, the number can safely be reduced by approximately 30%.
With DATA ONTAP 7.0 or greater using flexible volumes to allow the root volume to be spread across
the same disks as other volumes is an excellent method to ensure the needed performance of the root
volume while reducing need for additional drives.

11.4 Semi-synchronous Consideration
In semi-synchronous mode if the outstanding variable is set to ten seconds or greater the method
with which data is sent to the destination filer changes. In this case the writes are set the destination
filer when the source filer issues a CP and the data is send directly to the destination volume on the
destination filer with no additional writes to the destination filer’s root volume. For this reason if an
outstanding interval in the multi-second range is being considered it is recommended to set it to
eleven seconds.

NetApp Inc.

23

TECHNICAL REPORT

© 2004 NetApp, Inc. All rights reserved. Specifications subject to change without notice.
NetApp, the NetApp logo, and SnapMirror are registered trademarks and NetApp, Data ONTAP,
NOW, SnapDrive, and Snapshot are trademarks of NetApp, Inc. in the U.S. and other countries.
Windows is a registered trademark of Microsoft Corporation. UNIX is a registered trademark of
The Open Group. All other brands or products are trademarks or registered
trademarks of their respective holders and should be treated as such.

NetApp Inc.

24

